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The central proposition 

The paper argues that before humans can govern their relationship with AI, they must 
be able to see it — and before they can see it, they must be able to name it. Words are 
not labels for experiences that already exist as formed ideas: they are conditions under 
which thinking crystallises. The ecological vocabulary proposed here is an attempt to 
provide language adequate to a situation that existing mechanical and transactional 
metaphors — AI as tool, platform, assistant, engine — have so far failed to describe. It 
places the human not as a user operating on a system from outside, but as a 
participant within a dynamic, co-evolving ecosystem: shaped by it, shaping it, and 
responsible for what it is making of them. 

“We are not users of AI. We are participants in a system that includes AI, 
and the health of that system — the conditions it creates for human 
flourishing — is our responsibility to tend and nurture.” 

The liminal condition 

The human-AI liminal space is distinguished from all previous technological thresholds 
by three qualities: its reflexivity — AI is altering the very cognitive capacities through 
which humans would normally navigate disruption; its speed — AI capabilities are 
developing faster than human cultures can adapt; and its pervasiveness — AI is 
entering not one domain of life but all domains simultaneously. There is no unaffected 
ground to stand on. What is needed, urgently, is not a destination but a set of 
conceptual tools for navigating the crossing itself. The anthropologist Arnold van 
Gennep called this the liminal phase: the threshold state, betwixt and between, where 
familiar structures have dissolved and new ones have not yet formed. 

Why ecology and not mechanism 

Mechanical and transactional metaphors for AI describe a relationship of use: a stable 
subject making deliberate choices about a stable object. That is not what is happening. 
What is happening is more like what occurs when a new organism arrives in an 
ecosystem: the system changes, everything within it is affected, and the effects are 
non-linear, cumulative, and often irreversible. Ecological conceptual vocabulary can 
hold this; mechanical vocabulary cannot. The ecological frame also carries a moral 



2 
 

dimension the mechanical frame lacks — an ethic of stewardship, attending to what is 
being sustained and what is being depleted, to long-term system health rather than 
short-term extraction. Gregory Bateson’s foundational insight — that mind is not 
located inside the individual but is an emergent property of the relational system within 
which the organism is embedded — underpins this entire framework. 

Foundational terms: the conditions of individual cognitive life 

Habitat names the total configuration of algorithmic systems, generative tools, 
recommendation engines, and ambient AI within which a person’s attention and 
cognition operate — not simply what AI someone uses, but the whole environment 
within which their thinking, choosing, and reflecting occur. Niche describes the 
particular role a human plays within the human-AI ecosystem, and raises the question 
of whether that role is worth consciously sustaining. Cognitive habitat degradation 
names the slow deterioration of conditions for sustained independent thought through 
cumulative AI use — a systemic risk that individual cost-benefit analysis misses. 
Keystone capacity identifies the cognitive capabilities whose loss, like the loss of a 
keystone species, reorganises the whole ecosystem into something impoverished: 
sustained independent thought, the ability to hold uncertainty without resolution, deep 
reading, the capacity to begin without knowing where one will end. Cognitive 
sedimentation describes the gradual layering of AI-assisted habit until the original 
ground of independent thought is harder to reach — a process easier to prevent than to 
reverse. Ecological memory names the retained sensitivity to ways of thinking and 
making that a changed habitat may no longer readily afford — and whose loss, as 
generations grow up inside AI habitats, may become permanent. 

Relational terms: the dynamics between human and AI 

Symbiosis frames the human-AI relationship as one of mutual shaping rather than one-
directional use: the relationship moves toward mutualism or toward something more 
corrosive depending on how it is cultivated. Edge habitat names the generative 
boundary zone between human judgment and AI capability — the most productive 
space in the human-AI landscape, threatened from both directions by over-reliance and 
over-caution. Affordance — drawn from Gibson’s perceptual psychology — names the 
action and cognitive possibilities that a human-AI ecology makes available or 
forecloses, quietly reshaping what feels natural and what gradually stops feeling like an 
option. An AI that responds instantly affords a particular relationship to uncertainty; an 
AI that drafts on demand affords a particular relationship to the blank page. These are 
not decisions users make: they are affordances the ecology provides. Trophic cascade 
names the non-linear, often unexpected system-wide effects of changes at one level of 
the ecosystem — a warning against evaluating AI interactions one at a time. 
Coopetition names the simultaneously cooperative and competitive character of 
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human-AI relationships: neither purely collaborative nor purely adversarial, but 
engaged in a complex dynamic in which both elements are present. 

Systemic terms: the view from the whole ecosystem 

Biodiversity of thought names the richness and variety of cognitive approaches, 
creative styles, and ways of knowing that AI-generated homogeneity threatens — and 
perhaps the strongest argument for why AI needs humanity: without human cognitive 
diversity, AI itself will be diminished. Carrying capacity names the finite capacity of 
human attention and agency to absorb AI mediation without degradation — and makes 
askable the question of how much is too much. Invasive cognition names the 
displacement of effortful, individually-particular human cognitive processes by AI-
generated fluency: not violent, but competitive, and potentially severe in its effects on 
cognitive biodiversity. Succession frames the current moment as the pioneer phase of a 
directional development — and insists that choices made now, before the patterns 
have solidified, are foundational in a way that later choices will not be. Rewilding 
names the deliberate recovery of capacities displaced by AI-assisted convenience: not 
restoration to a prior state, but the reintroduction of the conditions under which those 
capacities can re-establish themselves. 

The vocabulary of becoming: what the liminal space asks of us 

The vocabulary of becoming rests on a foundational concept not yet named in the 
preceding layers: ecological competency — the capacity, will, and developmental 
orientation to engage with one's ecology as an author rather than a passenger, to learn 
from the experience of doing even when difficult, and to sustain genuine undergoing 
rather than mere production. Every term that follows is a specific expression of that 
competency in practice. 

Ecological authorship is the human capacity to design, sustain, and re-author one’s 
own ecology of practice — under continuous pressure from the affordance structures 
of AI platforms and the temptation of delegation. Weaving is the enactment of 
ecological authorship: the ongoing act of binding self and world into a configuration 
that enables valued achievements, with AI woven in as a strand within the human-
authored whole. The pattern, its intent and direction, remains irreducibly human. 
Undergoing — Dewey’s term for being genuinely changed by what one lives through — 
marks the boundary between human learning and AI adaptation: AI adapts without 
becoming; humans become through undergoing. Designed slowness is the deliberate 
building of pauses into an AI-mediated ecology, insisting against the affordance 
structure of the tools that depth and assimilation matter as much as speed. Artefact-
mediated continuity names the human practice of creating and curating artefacts — 
transcripts, syntheses, reflective notes — that carry developmental meaning across 
time, since AI has no lived memory. Relational integrity names the quality of attention, 
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honesty, and care brought to an AI relationship as an obligation intrinsic to the 
relationship itself, across three dimensions: transparency, reciprocity, and 
attentiveness. Anti-developmental drift names the condition in which an ecology 
continues to produce while quietly losing its generative, developmental character. And 
interbeing — drawn from Thich Nhat Hanh and Tim Ingold — provides the deepest 
grounding: we are constituted through our relationships, not prior to them. The question 
the liminal space poses is not how to relate to AI as an external system. It is how the 
integration of AI into human life is changing what humans are in the process of 
becoming. 

 

Contribution to the LILA discussion 

This paper offers LILA a conceptual register that neither mechanical nor 
organisational frameworks provide: one that names what is happening inside the 
person navigating the liminal space, and what it requires of them. Its contribution is 
not primarily empirical but linguistic — it provides words adequate to experiences 
that existing language has failed to describe, and in doing so makes those 
experiences thinkable, shareable, and actionable. The paper is a companion to a 
second working paper — Resilience in the Human–AI Liminal Space: an ecological 
narrative (Jackson, in prep. ) — which applies this vocabulary to the specific question 
of what individuals’ resilience in the liminal space actually is, where it comes from, 
and what it requires. Together the two papers offer LILA a framework that speaks 
from the individual upward: naming what is at stake at the level of the person, before 
asking what that requires of the organisations within which those persons work. The 
vocabulary is offered as a heuristic: thinking tools to be tested, refined, argued with, 
and where necessary discarded or replaced. 
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Living and Becoming in the Human-AI Liminal Space: 
Towards a Conceptual Ecological Vocabulary 

Norman Jackson 

 
Introduction  
This working paper was produced through a sustained process of human–AI 
collaboration. The ethical statement at the end of the paper tries to give an honest 
account of how that collaboration worked: what each party contributed, how those 
contributions were combined and directed, and where responsibility for the paper’s 
content, judgements, and claims ultimately lies. The ideas are offered as a contribution 
to the 2026 LILA community inquiry which is exploring one of the defining challenges of 
our time: what does it mean to build organizations that can truly thrive in an era defined 
by artificial intelligence, constant disruption, and accelerating change?1 This 
contribution focuses on the ecological dimension of what does it mean to be in a 
cognitive partnership with AI? 
 

The vocabulary developed here is applied directly to the question of individual 
resilience in the human–AI liminal space in a companion Working Paper (Jackson, in 
prep. b), which draws on these ecological concepts to argue that resilience, in the 
liminal space, is not a reactive capacity activated by disruption but an ongoing 
ecological achievement that must be continuously authored, designed, and tended. 
The two papers are intended to be read together: this paper develops the conceptual 
ground; the companion paper applies it. 

 
Why words matter                                                                   
Before we can truly understand our relationship with AI, we have to be able to see it. 
And before we can see it, we have to be able to name it. This is not merely a practical 
point about communication. It is something more fundamental about the relationship 
between language and understanding. Words do not simply label experiences that 
already exist as fully formed ideas, waiting to be described. They participate in the 
creation of those ideas — they are the conditions under which thinking crystallises. 
Scientists use that word deliberately: crystallisation is the moment at which a 
supersaturated solution suddenly produces structure, as if the potential had always 
been there, waiting for the right conditions to make it visible. Words perform this 
function for human experience. A vague discomfort about how AI is changing your 
working life is real, but it does not become a thought you can do anything with until it 
finds a form in language. A half-sensed shift in your relationship to your own thinking 
remains an unease until it acquires a name — and with the name, a shape you can hold, 
examine, share with others, and begin to act on. The act of finding the right word for 
something is itself an act of understanding: something that was felt but formless 
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becomes, through naming, something that can be examined, shared, and thought with. 
This is why the vocabulary we bring to our relationship with AI matters so profoundly. 
Without adequate words, the most significant things that are happening in that 
relationship remain below the threshold of conscious attention — felt but unexamined, 
shaping us without our knowing. The ecological vocabulary proposed in this paper is an 
attempt to provide words adequate to a situation that our existing language has so far 
failed to describe. 
 
The Human-AI Liminal Space – a threshold unlike any we have navigated before 
The human-AI liminal space is not simply another chapter in the long history of 
technological disruption. Previous thresholds — the invention of writing, the printing 
press, the industrial revolution, the internet — each transformed significant dimensions 
of human life: how knowledge was stored, how goods were made, how information 
flowed, how people connected and learnt. Each was genuinely consequential. But each 
left largely intact the cognitive and cultural capacities through which humans evaluated 
what was happening and decided how to respond. What distinguishes the current 
threshold is its reflexivity: AI is not only changing our tools, our workflows, our 
professional roles, and our cultural arrangements. It is changing the very capacities — 
judgement, discernment, independent thought, creative agency — through which we 
would normally make sense of the world, change and navigate our way through it. The 
instrument of navigation is itself being altered in transit. Add to this the speed at which 
AI capabilities are developing, outstripping the human capacity to adapt and develop 
new norms in any organised way, and the pervasiveness with which AI is entering not 
one domain of life but all domains simultaneously. This means that there is no 
unaffected ground to stand on while we find our bearings — and the claim that this is a 
threshold unlike any we have navigated before, earns its weight. 
 
The question is not whether to cross this threshold. We are already crossing it. The 
question is whether we cross it with awareness and wisdom or by default. The 
anthropologist Arnold van Gennep called this situation the liminal phase: the threshold 
state, the neither-here-nor-there, the passage between one condition and another: 
betwixt and between. 
 
Liminal spaces are characterised by disorientation, by the dissolution of familiar 
structures, and by the simultaneous presence of danger and possibility. The old maps 
no longer describe the territory. The new maps have not yet been drawn. What we need, 
urgently, is not a destination — we cannot see the destination from here — but a set of 
conceptual tools for navigating the crossing itself. Tools that help us see where we are, 
understand what we are part of, and make deliberate choices about how we move 
through what may be a long and deeply uncertain passage. 
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This paper proposes that the language of the ecological world offers such tools. Not as 
metaphor — a decorative comparison that illuminates briefly and then fades — but as a 
structural framework: a way of understanding human–AI relationships that is adequate 
to their actual complexity and their systemic character. 
 

All living things exist in relationship — to other organisms, to their physical 
environment, to the systems within which they are embedded. AI should 
be treated no differently. If we are to co-exist symbiotically, we need to 
understand what this means from an ecological perspective. 

 
The ecological frame does something that no other available framework quite achieves. 
It places the human not as a user operating on a system from outside, but as a 
participant within a dynamic, ever evolving system — shaped by it, shaping it, 
dependent on conditions they did not wholly create and cannot wholly control. That is 
the truth of our situation. The vocabulary that follows attempts to make it navigable. 
 
Why ecology and not mechanism 
The dominant metaphors for AI are mechanical and transactional. AI is a tool. A 
platform. An engine. An assistant. These metaphors are not wrong, exactly, but they are 
incomplete and inadequate. They describe a relationship of use — a human operating 
on a system, extracting value, putting it down again. They imply a clear boundary 
between the user and the used, a stable subject making deliberate choices about a 
stable object. 
 
That is not what is happening. What is happening is something more like what happens 
when a new organism arrives in an ecosystem, or when a river is dammed, or when a 
keystone species disappears. The system changes. Everything within it is affected, not 
just the element that was directly altered. The changes are non-linear, cumulative, and 
often irreversible. And they operate at multiple scales simultaneously — at the level of 
the individual organism, the local community, and the whole system at once. 
The mechanical metaphor cannot hold this. Ecological conceptual vocabulary can.  
 
Ecology is the science of relationships — of how organisms relate to one another and to 
the physical conditions of their existence, of how systems maintain themselves or 
degrade, of what conditions are required for particular kinds of life to flourish. Every one 
of these concerns applies directly to the question of how humans are relating to AI and 
what those relationships are doing to the conditions required for human flourishing. 
There is also a moral dimension to the ecological frame that the mechanical frame 
lacks. Ecology carries, in its very structure, an ethic of stewardship — an attention to 
what is being sustained and what is being depleted, to long-term system health rather 
than short-term extraction. In the ecological frame, the question is not only what can I 
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get from this system but what kind of system am I participating in and helping to create 
or denigrate, and what responsibilities does that participation entail? And for a 
conscious responsible entity ‘what is my understanding of how this system works and 
how might I enhance its capacity?’ 
 
These are exactly the questions the evolving human-AI liminal space requires us to ask. 
 
The conceptual vocabulary: foundational terms 
What follows is an attempt to develop an ecological conceptual vocabulary for human–
AI relationships. The terms are organised in layers, moving from the most immediate 
and individual to the most systemic and long-range. Not all of them are new words: 
some are existing ecological concepts applied to the emergent liminal context. Others 
attempt to coin terms for experiences or conditions that have no existing name. All of 
them are offered as working proposals — thinking tools to be tested, refined, argued 
with, and where necessary discarded or replaced. 
 
Habitat 
In ecology, habitat is not simply place. It is the entire configuration of conditions — 
physical, chemical, biological — within which an organism lives and to which it is 
adapted. A habitat sustains or fails to sustain particular kinds of life depending on the 
particular combination of conditions it offers. 
 
Every person now inhabits a habitat within which AI is present: in some cases is 
omnipresent. By this I mean the total configuration of algorithmic systems, generative 
tools, recommendation engines, predictive interfaces, and ambient AI within which 
human attention, cognition, and daily life operate. This habitat was not designed. It 
assembled itself through accumulation — through the installation of apps, the adoption 
of platforms, the acceptance of defaults and the insidious penetration of human 
everyday living as diverse human needs were satisfied in one way or another. Most 
people have never mapped it or are even conscious of how their habitat for living has 
fundamentally changed: many would be surprised or even shocked by its extent. 
 
The habitat concept shifts the question from ‘what AI do you use?’ to ‘what conditions 
are you inhabiting?’ Habitat makes visible the ambient and structural dimensions of AI 
presence — not just the tools you consciously reach for, but the whole environment 
within which your thinking, choosing, making and reflecting on experiences, occur. And 
it raises the question that habitat always raises: are the conditions of this habitat 
sustaining the kind of life you want to live? If the answer is no then you need to do 
something about it in order to sustain the quality of your existence. 
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Niche 
A niche is not a position but a role — the particular function an organism plays within its 
ecosystem, and the particular set of resources and relationships on which it depends. 
Niches are not fixed; they are negotiated continuously through the interactions between 
organisms and their environment. 
 
Humans are actively, if often unknowingly, negotiating their niches within human–AI 
systems. The prompter. The curator. The evaluator. The emotional anchor. The ethical 
steward. The imaginative director. These are niches that AI cannot occupy — niches 
that require the particular qualities of human judgement, relationality, embodied 
experience, and moral agency. Niche awareness — the conscious attention to what 
role one is playing in the human–AI system, and whether that role is worth occupying 
and sustaining — may be one of the most important capacities for living in the liminal 
space. It is the ecological equivalent of the question the LILA brief1 poses through its 
centaur/cyborg/self-automator framework: not which mode do you prefer, but are you 
choosing your mode intentionally? 
 
Cognitive habitat degradation 
Habitat degradation is the slow deterioration of the conditions required for a particular 
kind of life to flourish. It rarely happens through a single catastrophic event. It happens 
through accumulation: the gradual removal of elements, the slow alteration of 
conditions, the creeping loss of what made the habitat viable for the life it sustained. 
Cognitive habitat degradation names the equivalent process in human intellectual and 
creative life: the slow deterioration of the conditions required for sustained, 
independent, deep thinking. These conditions include uninterrupted time, productive 
difficulty, the experience of working something out without assistance, the creative 
friction of not knowing before you know. AI, deployed thoughtlessly or at scale, can 
erode each of these conditions without any single interaction being the cause. 
The concept is important because it names a systemic risk that individual cost-benefit 
analysis misses. Each individual act of using AI for a task may be rational. The 
cumulative effect on the cognitive habitat may be degradation that no individual act 
caused and no individual decision can reverse. 
 
Keystone capacity 
In ecology, a keystone species has a disproportionate effect on the whole ecosystem 
relative to its biomass. Remove it, and the system does not simply lose one element — 
it reorganises, often into something impoverished, sometimes into something that 
cannot sustain the life it previously held. 
 
There are keystone capacities in human cognitive and cultural ecosystems: capabilities 
whose presence or absence has effects far beyond their immediate domain. Sustained 
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independent thought holding imaginative possibility. The ability to hold uncertainty 
without resolution. Deep reading — the slow, immersive, attentive engagement with a 
long and complex text that reshapes the reader. The capacity and motivation to begin a 
creative act without knowing where it will end. These capacities are not valued because 
they are efficient. They are valued because of what they make possible: the kinds of 
thinking, making, and relating that cannot be produced by any other means. The kind of 
capacity that has brought AI into existence! 
 
If these are keystone capacities — if their erosion destabilises something essential in 
the human cognitive ecosystem — then they deserve protection not as personal 
preferences or nostalgic habits, but as ecosystem services: conditions on which the 
whole depends, and whose loss would be irreversible in ways that are not yet fully 
visible. The resilience implications of keystone capacity loss — including the prior 
question of which capacities, if lost, make functioning under pressure impossible in the 
ways that matter — are developed fully in the companion Working Paper on resilience 
in the human–AI liminal space (Jackson, in prep b). 
 
Cognitive sedimentation 
The gradual layering of AI-assisted habit until the original ground is no longer visible or 
easily accessible. Each individual act of reaching for AI assistance is, in the moment, 
entirely reasonable. The accumulation of those acts, over time, deposits a layer of 
mediation between the person and their own unassisted capacities. There is no 
moment of decision. There is no single handover. There is only the slow building of 
sediment, until the bedrock of independent thought is harder to reach than it used to 
be. 
 
Cognitive sedimentation is ecologically important because it describes a process of 
habitat alteration that operates below the threshold of conscious choice. The habitat 
changes not through any decision but through the accumulated effect of small 
conveniences. And like geological sedimentation, it tends to be easier to prevent than 
to reverse. 
 
Ecological memory 
The capacity of an ecosystem to retain, across time, the record of what it has been — 
the seed banks in the soil, the root structures of cleared forests, the chemical 
signatures of previous inhabitants. Ecological memory allows recovery after 
disturbance: it is why a wild flower meadow can emerge after we stop cutting the lawn, 
why the traces of what was there persist beneath what is there now. 
 
Human cultures and practices carry ecological memory: the accumulated ways of 
thinking, making, attending, and relating that embody capacities developed over long 
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periods of human experience. Handwriting carries something about the relationship 
between thought and the pace of inscription. Long-form reading carries something 
about the relationship between attention and depth. Unassisted navigation carries 
something about the relationship between embodied movement and spatial 
understanding.  
 
When these practices are displaced by AI too rapidly — before the capacities they carry 
have been consciously recognised and valued — ecological memory is lost. Not 
destroyed immediately, but made inaccessible, and eventually, if the conditions for its 
recovery are not maintained, lost entirely. The question the ecological memory concept 
poses is not whether to preserve every practice for its own sake, but whether we know 
what we are losing when we let something go, and whether we are choosing to let it go 
with our eyes open knowing what it means. 
 
Conceptual vocabulary: relational terms 
The foundational terms describe conditions and capacities within individual human 
cognitive ecologies. The relational terms describe what happens in the space between 
human and AI — the dynamics, the dependencies, and the affordances or possibilities 
in the relationship itself. 
 
Symbiosis 
In biology, symbiosis describes a close, sustained, and mutually influential relationship 
between two organisms. The most generative forms of symbiosis — mutualism — 
produce outcomes that neither organism could achieve independently. But symbiosis 
is also a relationship of mutual shaping: each partner is changed by the other over time. 
The relationship is not neutral. 
 
The symbiosis frame for human–AI relationships is more demanding than the tool 
frame, and more honest. It acknowledges that the relationship is not one-directional: 
we are changed by our AI relationships, not simply served by them. It asks what each 
party brings that the other cannot replicate: humans providing judgment, direction, 
contextual grounding, embodied experience, moral agency; AI providing scale, pattern-
recognition, tirelessness, generative range. And it asks what a genuinely mutualistic 
relationship — one that enhances the flourishing of both parties, or at least does not 
degrade either — would require us to do differently. 
 
Crucially, symbiosis is not guaranteed by proximity. Some relationships that might be 
symbiotic become parasitic — one party extracting from the other without reciprocal 
benefit. The ecological question is not whether we are in relationship with AI — we 
already are — but what kind of relationship we are cultivating, and whether it is moving 
toward mutualism or toward something more corrosive. 
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Edge habitat  
In ecology, edge habitats — the zones between different ecosystems, where forest 
meets meadow or land meets water — are typically the most biodiverse and 
generatively productive zones in the landscape. They are also the most dynamic and 
the most vulnerable: subject to encroachment from either side, their character defined 
by tension and transition rather than stability. 
 
The edge habitat in human–AI relationships is the boundary zone between what the 
human does and what the AI does — the space where human judgment meets AI 
capability, where direction is set and outputs are evaluated, where the most interesting 
and generative work occurs.  
 
The edge habitat is threatened from both sides. Over-reliance on AI colonises it from 
one direction: the human retreats, the AI expands, and the productive tension 
collapses into delegation. Over-caution colonises it from the other: the human refuses 
engagement, the AI’s capabilities go unused, and the possibility of genuine mutualism 
is foregone. Sustaining the edge — keeping the boundary zone alive, generative, and 
genuinely inhabited by both parties — may be the central practical challenge of 
navigating the human-AI liminal space well. 
 
Affordance 
The concept of affordance was introduced by the perceptual psychologist James 
Gibson in 1979 to describe something that had previously gone unnamed: the action 
possibilities that an environment makes available to an organism. A flat stone affords 
sitting. A branch affords grasping. A slope affords descent. Crucially, Gibson insisted 
that affordances are not properties of the environment alone, nor properties of the 
organism alone. They exist in the relationship between the two. The stone’s flatness is a 
property of the stone, but the affordance of sitting is only real in relation to a creature of 
the right size and physical constitution that perceives it as an opportunity for resting. 
Change the organism and the affordances change, even though the stone is the same. 

The concept migrated into design and technology through the work of Donald Norman, 
who applied it to the question of what objects and interfaces invite their users to do. A 
well-designed door handle affords pulling. A badly designed one affords uncertainty. 
The affordance is not a feature of the object in isolation but of the relationship between 
object and user — the implicit invitation that the design extends, and the response it 
draws forth. 

In the ecological vocabulary of human–AI relationships, affordance earns its place for 
reasons that go beyond either of these earlier applications. It names something that is 
at once more subtle and more consequential: the action possibilities, cognitive 
possibilities, and relational possibilities that a human–AI ecology makes available to 
the human inhabiting it — and, equally, those it forecloses. 
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Affordances are not what AI can do. They are what the relationship between a particular 
human and a particular AI configuration makes possible, invites or discourages. The 
ecology of that relationship shapes what feels available, what feels natural, and what 
never comes to mind. From a human perspective affordance is a perceptual property of 
imagination – an active, expansive, creative imagination will discover more affordance 
in something than an imagination that rarely gets out of bed. Enter the affordance of 
generative AI and humans now have cognitive capacity to extend their own imagining: 
the downside being that there is no need to imagine anymore! 
 
This distinction matters enormously in the liminal era. The technical capabilities of AI 
systems are widely discussed. What is far less discussed is how those capabilities, 
embedded in particular interfaces, platforms, and habitats, shape what their human 
inhabitants perceive as possible. An AI that responds to any question instantly and 
fluently affords a particular relationship to uncertainty: it makes the experience of not 
knowing feel like a problem to be resolved rather than a condition to be inhabited. An AI 
that drafts on demand affords a particular relationship to the blank page: it makes the 
experience of beginning without a scaffold feel unnecessary, even effortful in a way that 
seems unrewarding. These are not decisions that users make. They are affordances 
that the ecology provides — and they shape behaviour, and over time habit, and over 
time the felt sense of what is normal and what is possible, without ever being explicitly 
chosen. 
 
Affordance in the liminal space 
The human-AI liminal space is, among other things, an affordance crisis. The previous 
cognitive and cultural ecology — the world before generative AI wove itself into 
everyday working, making, and thinking — offered a particular set of affordances. It 
afforded the experience of difficulty: the slow, uncertain, sometimes frustrating 
process of working something out without assistance. It afforded the productive void of 
the blank page before the draft. It afforded the cognitive friction of disagreement with a 
source that cannot immediately generate a more agreeable alternative. These 
affordances were not always comfortable. But they were conditions within which 
particular kinds of thinking, making, creating and learning became possible — and, 
through repeated experience, became constitutive of how people understood 
themselves and their capabilities. 

Generative AI does not eliminate these affordances. But it reorganises them 
profoundly. It makes some things far easier to perceive as available — the generated 
draft, the instant answer, the frictionless alternative — while making others harder to 
perceive, or harder to choose, or harder to sustain as a practice once the easier option 
is always present. The affordance structure of the AI habitat quietly reshapes what feels 
natural, what feels worth the effort, and what gradually stops feeling like an option at 
all. 
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Gibson’s original insight was that organisms do not perceive their environment neutrally 
and then decide how to act. They perceive it in terms of affordances — directly, 
immediately, in terms of what it offers and what it invites. We do not see a chair and 
then deduce that we could sit on it. We see something to sit on. Through our own 
experiences we have learnt and the perception and the action possibility are fused. This 
means that the affordance structure of an environment shapes not just what we do, but 
what we notice, what we attend to, and ultimately what we are capable of imagining 
doing. 

Applied to AI habitats, this is a sobering insight. If the affordance structure of the 
habitat consistently makes assisted thinking more perceptible and available than 
unassisted thinking, the unassisted option does not simply become less chosen. It 
becomes, gradually, less visible. Less imaginable. Less part of the felt repertoire of 
what a person can do. The loss is not dramatic. It is ecological: the slow alteration of a 
perceptual landscape until certain possibilities that were once vivid have faded from 
view and we have become a different sort of perceptual being. 
 
Positive affordance and the design of the edge habitat 
The affordance concept not only holds a cautionary tale, it equally holds the possibility 
for design. If affordances can close down possibilities, they can also open them. The 
question becomes: what kind of affordance structure do we want our human–AI 
ecologies to provide? What should they make easy to perceive, natural to reach for, and 
rewarding to practice? And what role does conscious design — of tools, of habits, of the 
edge habitat itself — play in shaping the affordances available to the humans within 
them? 

This is where affordance connects directly to the concept of the edge habitat. The edge 
— the boundary zone between human judgment and AI capability — is not a fixed 
location. It is itself an affordance structure: a configuration of the relationship that 
makes certain kinds of engagement more or less available. An edge that is well 
designed affords genuine dialogue between human and AI: the back-and-forth of 
direction, response, evaluation, and redirection through which the most generative 
human–AI work occurs. An edge that is poorly designed — or that has been allowed to 
drift without conscious attention — affords passive reception: the human receiving 
outputs rather than shaping them, the AI filling space rather than being genuinely 
directed. 

The design of positive affordances in human–AI relationships is therefore not primarily a 
technical challenge. It is an ecological and educational one. It requires understanding 
what conditions make it feel natural to maintain human agency at the edge rather than 
retreating from it. It requires attending to the affordance structures of the tools and 
platforms through which AI is accessed, and asking whose interests those structures 
serve. And it requires the development, in individuals and communities, of the 
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perceptual sensitivity to notice what their current habitat is affording and foreclosing — 
to see the affordance structure rather than simply being shaped by it. 

To be ecologically literate about AI is, in part, to be able to read the affordance structure 
of your own habitat: to see not just what the tools can do, but what the configuration of 
your relationship with them is quietly making available, natural, and invisible. In other 
words we have to be mindful of our own ecologies of practice and learning (Jackson in 
prep.). 

Affordance and ecological memory 
There is a connection between affordance and ecological memory that deserves 
explicit attention. Ecological memory — the accumulated practices and ways of 
engaging that carry forward capacities developed over long periods — is, in part, a 
memory of affordances: a retained sensitivity to possibilities that a changed 
environment may no longer make readily available. 

People who developed their thinking and making practices before generative AI carry an 
affordance memory: the felt sense of what it is like to begin without a scaffold, to 
navigate uncertainty without immediate resolution, to produce something through the 
slow, effortful, struggle of an individual’s own particular process of working it out from 
within the habitat they are inhabitating. This is not nostalgia. It is a cognitive resource — 
a retained perception of possibilities that the current habitat may not readily afford, but 
that remain available to those who can remember them and choose to practice them. 

As the generation that developed these capacities in a pre-AI environment gives way to 
generations who have grown up inside AI habitats, ecological memory of these 
affordances will diminish. What was once a living practice will become, for many, 
something heard about rather than known from the inside. The implications for 
cognitive rewilding — the deliberate recovery of capacities that the habitat no longer 
readily affords — are significant. Rewilding requires not just the will to recover what has 
been displaced, but the knowledge of what it felt like, and what it made possible, before 
the displacement occurred. 
 
Trophic cascade 
A trophic cascade is what happens when a change at one level of an ecosystem triggers 
effects that ripple through the entire system in ways that are non-linear, often 
unexpected, and sometimes irreversible. The reintroduction of wolves to Yellowstone 
National Park changed the behaviour of elk, which changed the distribution of 
vegetation, which changed river bank structures, which altered the courses of rivers. 
Nobody predicted the rivers and landscape changes. 
 
AI-driven changes cascade through human cognitive and cultural ecosystems in exactly 
this way. The displacement of junior-level cognitive work does not only affect junior 
workers: it cascades through the learning pipeline, altering how expertise develops, 



16 
 

which cascades into the quality of senior judgment, which cascades into organisational 
resilience. The narrowing of collective thinking through AI-generated homogeneity does 
not only affect individual creative output: it cascades through the culture of innovation, 
altering what kinds of questions get asked, which cascades into what kinds of futures 
get imagined. 
 
The trophic cascade concept invites attention to second and third-order effects — not 
just what AI changes directly, but what those changes trigger in turn. It is a warning 
against the assumption that we can evaluate AI interventions one interaction at a time. 
The system effects are real, cumulative, and often only visible from a distance. 
 
Coopetition 
A term from ecology and game theory that names relationships in which organisms are 
simultaneously cooperative and competitive — neither purely collaborative nor purely 
adversarial, but engaged in a complex dynamic that involves elements of both. Many of 
the most productive relationships in natural systems operate through coopetition: the 
mycorrhizal networks through which trees share resources while also competing for 
light; the relationships between predators and prey that shape the fitness of both. 
The relationship between human and AI is neither purely collaborative nor purely 
competitive, and framing it as either is distorting. The human and the AI are cooperating 
toward shared ends while also, in a meaningful sense, competing for cognitive territory: 
for the space in which thinking, judging, and making happen. Naming this dynamic 
coopetition does not resolve the tension. It makes the tension visible and therefore 
negotiable — something to be consciously managed rather than either denied or 
dramatised. 
 
Conceptual vocabulary: systemic terms 
The systemic terms operate at the level of the whole ecosystem — describing the large-
scale dynamics, the conditions for resilience, and the risks that only become visible 
when the full system is in view. 
 
Biodiversity of thought 
Healthy ecosystems are characterised by biodiversity: the richness and variety of 
species, perspectives, and approaches that together give the system resilience, 
adaptability, and the capacity to respond to disturbance in multiple ways. 
Monocultures — systems dominated by a single species or a single approach — are 
productive in the short term and fragile over time. They perform well under the 
conditions they were optimised for and fail badly when those conditions change. 
The intellectual and cultural equivalent is biodiversity of thought: the richness and 
variety of cognitive approaches, creative styles, analytical frameworks, and ways of 
knowing that a community or culture sustains. In human societies it is brought about by 



17 
 

diversity in the characteristics and qualities of human beings and the diverse and 
unique life histories and socio-cultural contexts they have developed within. It is also 
triggered by the sensory and emotional environments individuals inhabit non of these 
things can be replicated by AI. Indeed the biodiversity of human thought is perhaps the 
strongest argument for why AI needs humanity – without it AI itself will be diminished. 
 
Biodiversity of thought is threatened by AI in a specific and documented way: generative 
AI tends to produce outputs that are more polished and more similar, narrowing the 
range of ideas even as it increases their quantity and surface quality. The intellectual 
monoculture that results may be impressively fluent and structurally fragile in equal 
measure. 
 
Biodiversity of thought is not preserved by accident. It requires the same kind of 
intentional stewardship that biodiversity in nature requires: attention to what is being 
displaced, deliberate protection of minority approaches and unconventional voices, 
and a culture that values and encourages divergence rather than merely tolerating it. 
 
Carrying capacity 
Every ecosystem has a carrying capacity: the maximum intensity of life or activity it can 
sustain without degrading the conditions on which that life depends. Exceed the 
carrying capacity and the system does not simply strain — it begins to lose the qualities 
that made it what it was. 
 
The carrying capacity of human attention, human judgment, and human agency in an 
AI-saturated environment is finite and not well understood. How much AI mediation can 
a cognitive ecology absorb before the conditions required for deep, independent, self-
directed thinking begin to degrade? How much algorithmic curation can an information 
environment sustain before the diversity of perspective that nourishes genuine inquiry 
is replaced by the comfort of confirmation? How much generated content can a 
cultural ecosystem hold before the signal of authentic human voice becomes difficult 
to locate within the noise? 
 
These are not rhetorical questions. They are empirical ones, and we do not yet have 
good answers. The carrying capacity concept makes them askable — and resists the 
assumption, often implicit in the enthusiasm for AI adoption, that more is always and 
simply better. 
 
Invasive cognition 
An invasive species arrives in an ecosystem it did not evolve within, spreads rapidly 
through competitive advantage, and displaces established inhabitants that evolved to 
fill the niches it colonises. The damage is rarely malicious. The invasive species is 
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simply doing what it is adapted to do. The harm comes from the mismatch between its 
capabilities and the ecosystem’s existing structures. 
 
Invasive cognition names the process by which AI-generated thought, framing, and 
language displaces the more effortful, slower, individually-particular cognitive 
processes that humans evolved over long periods. AI is extraordinarily well adapted to 
producing fluent, plausible, well-structured text at speed and scale. These advantages 
allow it to spread rapidly through cognitive and cultural ecosystems — into drafts that 
become final, into framings that become received wisdom, into voices that become 
indistinguishable from the human voices they were trained on. The displacement is not 
violent. It is competitive. And its effects on the cognitive biodiversity of the system may 
be severe. 
 
Succession 
Ecological succession is the process by which an ecosystem develops over time: 
pioneer species establishing themselves in bare or disturbed ground, modifying the 
conditions, and making possible the arrival of more complex communities that could 
not have established themselves in the original conditions. Succession is not simply 
change: it is directional development, each stage creating the conditions for the next. 
We are in the pioneer phase of the human–AI succession. The early adopters, the 
evangelical advocates and curious experimenters: these are the pioneer species, 
establishing themselves in the disturbed ground of the liminal space, modifying the 
cognitive and cultural conditions, making possible arrangements that cannot yet be 
imagined from where we stand. What comes after the pioneer phase is not determined. 
It depends, crucially, on what the pioneers establish: what conditions they create, what 
they displace, what they preserve, and what kind of ecosystem their establishment 
makes possible for those who come after. 
 
The succession frame carries both weight and possibility. It reminds us that the choices 
made now — in this liminal space, before the patterns have solidified — are 
foundational in a way that later choices will not be. And it invites a question that is at 
once practical and ethical: what ecosystem are we trying to create the conditions for? 
What do we want the mature human–AI ecosystem to look like, and what does that 
require us to do, and refrain from doing, in the pioneer phase we are living through now? 
 
Rewilding 
Rewilding is not the restoration of a past state — ecosystems cannot return to what 
they were, and the attempt to make them do so is usually futile. Rewilding is the 
deliberate restoration of natural processes: the reintroduction of the dynamics, the 
pressures, and the freedoms that allow an ecosystem to develop its own complexity, 
resilience, and self-sustaining character. It is a practice of stepping back from or 
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deliberately changing practices, not in order to abandon responsibility, but in order to 
allow something to emerge that existing practices cannot produce. 
 
Cognitive rewilding is the intentional recovery of the unmanaged capacities that AI-
assisted convenience tends to displace. The willingness to begin without knowing 
where you will end. The tolerance of productive difficulty. The ability to navigate 
uncertainty without immediately resolving it. The practice of deep, slow, attentive 
engagement with a problem or a text or a conversation, without the scaffold of AI 
assistance. 
 
Rewilding is not primitivism or technophobia. It is the recognition that some of the most 
valuable human capacities — the ones that atrophy most readily in a frictionless 
environment — require deliberate, sometimes uncomfortable, regular practice to 
sustain. And it is the recognition that an ecosystem in which every process is managed 
and every difficulty is smoothed away is not a healthy ecosystem. It is a managed  
monoculture, impressive in its efficiency and fragile in its resilience. 
 

The concept of cognitive rewilding also addresses something the prevention-focused 
account of resilience cannot: what happens when the drift has already occurred, when 
the sedimentation has quietly accumulated, when the practitioner arrives at the 
recognition that their ecology has already lost something it once had. Rewilding, in its 
ecological sense, is not restoration to a prior state — that state is never simply 
recoverable — but the deliberate reintroduction of conditions under which displaced 
capacities can begin to re-establish themselves in the current context. This is harder 
than prevention. It requires the practitioner to notice absence — to recognise that 
something they once did with ease now feels unfamiliar or unnecessary — and to treat 
that recognition as diagnostic rather than merely inconvenient. It may involve deliberate 
withdrawal from AI assistance in specific domains: not as a principled rejection of AI, 
but as a form of ecological management, allowing fallow ground to recover its 
generative capacity before it is cultivated again. Cognitive rewilding is unlikely to be 
complete or comfortable. But it remains available, and in a liminal space where the 
affordance structures of AI habitats are continuously expanding, it may become one of 
the most important acts of ecological authorship a person can undertake. The 
relationship between cognitive rewilding and resilience is developed further in the 
companion Working Paper (Jackson, in prep b). 
 
Navigating the liminal space 
The vocabulary emerging from this exploration of the ecological metaphor in the 
context of the emerging human-AI liminal space is not a map. A map implies that the 
territory has been explored and is known and can be represented at a stable scale. We 
do not have that. What we have  a heuristic - a set of conceptual tools that guide inquiry 
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and navigation without determining its conclusions: a means of asking better questions 
rather than finding settled answers. 
 
The ecological frame suggests several principles for moving through the liminal space 
with wisdom rather than recklessness or paralysis. 
 
The first is systemic care and attention. Individual interactions with AI can be evaluated 
only partially on their own terms. What matters, ecologically, is the cumulative pattern: 
the habitat that is being created or degraded, the niches that are being established or 
vacated, the keystone capacities that are being sustained or allowed to erode. This 
requires a kind of attention that operates at a longer time scale and a larger spatial 
scale than any single interaction can sustain. 
 
The second is stewardship rather than optimisation. The language of optimisation — 
efficiency, productivity, output, adoption rates — is the language of the mechanical 
frame. The ecological frame substitutes stewardship: an ongoing, responsible attention 
to the health of the whole system, attentive to what is being depleted as well as what is 
being produced and concerned with long-term resilience as well as short-term 
performance. 
 
The third is the protection and cultivation of edge habitats. The most generative human–
AI work happens at the boundary — in the zone where human judgment and AI 
capability meet, challenge each other, and together produce what neither could 
produce alone. This exploratory article is a living example of this principle. That zone 
requires active inhabitation. It will not sustain itself without the deliberate human 
choice to remain at the edge rather than retreating from it. 
 
The fourth is ecological memory. We are losing things in this transition that we have not 
yet fully valued, and may not be able to recover once they are gone. The practices, the 
capacities, the ways of making and thinking and attending that characterise human 
cognitive and cultural life at its richest — these are worth naming, worth understanding, 
and worth making deliberate decisions about, rather than allowing to be displaced by 
default. 
 

We are not users of AI. We are participants in a system that includes AI, 
and the health of that system — the conditions it creates for human 
flourishing — is our responsibility to tend and nurture. 

 
The human-AI liminal space will not last forever. The pioneer stage will give way to 
something more settled. The question is not whether that succession will happen but 
what it will produce — what kind of human–AI relationships and ecosystem will have 
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established itself by the time the initial liminal stage is over, and whether that 
ecosystem will be one in which genuinely human ways of living, thinking, and flourishing 
can still find their place. 
 
That question is available to us now, in the liminal space, in a way it may not be later. 
The ecological vocabulary proposed here is one attempt to make it thinkable and 
askable — and to insist that it is a question we have both the responsibility and the 
capacity to answer. 
 
The vocabulary of becoming: what the human-AI liminal space asks of us 
The preceding vocabulary describes the terrain of the Human-AI liminal space — the 
habitats, niches, edges, and system-wide dynamics within which human–AI 
relationships are being formed. But describing terrain is not the same as equipping 
someone to traverse it. The ecological vocabulary needs one further layer: terms that 
describe not what the ecosystem is, but what the human must actively do and become 
within it. 
 
This layer draws on a sustained artefact-mediated inquiry into AI-mediated ecologies of 
practice (Jackson in prep.), conducted through extended dialogue between the author 
and AI agents positioned explicitly as cognitive companions rather than autonomous 
actors. What that inquiry revealed, above all, is that the liminal era does not only ask 
humans to understand their ecological situation. It asks them to author it — 
consciously, continuously, and with full responsibility for the consequences. 
We are not passengers in the human-AI liminal space, carried by forces too large to 
influence. We are its authors. The ecology we inhabit is always in the process of being 
brought into existence. 
 
Ecological authorship 
The most important concept this layer introduces is ecological authorship: the human 
capacity to design, sustain, and re-author one’s own ecology of practice across the life 
course. An ecological author does not simply inhabit a habitat. They make it — weaving 
together their purposes, values, relationships, and resources into a configuration that 
enables the achievements they care about. And when circumstances change, or the 
ecology drifts from its developmental purpose, they re-author it: deliberately reshaping 
what they have made rather than being passively reshaped by it. 
 
In the human-AI liminal space, ecological authorship is under pressure from two 
directions simultaneously. From outside, the affordance structures of AI platforms, 
algorithmic feeds, and frictionless interfaces quietly shape the ecology toward 
convenience and speed, and away from difficulty, depth, and genuine undergoing. From 
inside, the temptation of delegation — the ease of handing over not just tasks but 
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direction, framing, and eventually purpose to AI — erodes the authorial stance without 
any single moment of decision. Maintaining ecological authorship in this environment is 
not a passive achievement. It requires continuous, deliberate care and attention to who 
is directing inquiry, and why. 
 
Weaving 
Ecological authorship is enacted through weaving: the ongoing act of binding oneself — 
one’s beliefs, values, purposes, needs, knowledge, emotions, and history — with 
particular aspects of the world in order to achieve something of value. Weaving is not 
assembly. It is not the arrangement of pre-formed components into a pre-specified 
structure. It is the skilled, responsive, iterative integration of self and world that 
produces something that could not have been designed in advance. 
 
In an AI-mediated ecology of practice, AI can be woven as a cognitive and generative 
strand within the human-authored whole. It extends perceptual reach, reveals patterns, 
holds complexity, and keeps inquiry moving when cognitive load threatens to fragment 
it. But AI does not weave itself in, nor does it determine what is woven or why. The act of 
weaving — its intent, direction, and responsibility — remains human. When that 
responsibility is quietly abdicated, when AI begins to shape the pattern rather than 
contribute to it, the ecology has stopped being woven and started being assembled by 
something other than its ostensible author. 
 
Undergoing 
John Dewey’s concept of undergoing names the irreducibly human dimension of 
experience: being genuinely changed by what one lives through, carrying forward the 
consequences of action into one’s own identity and becoming. Undergoing is what 
distinguishes learning from processing. AI can process representations of the world at 
extraordinary speed and scale. It does not undergo. It adapts without becoming. 
Humans become through undergoing — and this distinction, precise and important, 
marks a fundamental boundary that the ecological vocabulary must protect. 
 
Undergoing is at risk in the human-AI liminal space not through any single act of 
delegation but through the accumulated effect of cognitive sedimentation: the gradual 
layering of AI-assisted habit that reduces the friction, difficulty, and genuine 
engagement through which undergoing occurs. An ecology that is too smooth, too fast, 
too ready with answers before the questions have fully formed, is an ecology in which 
undergoing is progressively replaced by consumption. The protection of undergoing — 
the deliberate preservation of the conditions under which humans are genuinely 
changed by their experiences of struggling to accomplish something difficult and 
complex — is one of the central design responsibilities of the human-AI liminal space. 
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Designed slowness 
AI accelerates cognition but cannot accelerate becoming. The involvement of AI in an 
ecology of practice introduces a structural tension between the speed at which ideas, 
syntheses, and outputs can be generated and the slower human processes through 
which understanding deepens, judgment matures, and experience is genuinely 
assimilated in order to undergo. Left unmanaged, this tension resolves in favour of 
speed and productivity: actions are taken before implications are understood, outputs 
are produced before they are owned, and inquiry becomes productive without being 
developmental. 
 
Designed slowness is the intentional counterweight: the deliberate building of pauses, 
reflective spaces, and assimilation time into an AI-mediated ecology. It is not 
inefficiency. It is the recognition that some of the most important cognitive and ethical 
work — the work through which undergoing occurs and becoming is possible — cannot 
be accelerated without being destroyed. Designing slowness into an ecology is an act of 
careful ecological authorship: the author insisting, against the affordance structure of 
the tools, that depth and assimilation matters as much as speed and productivity. 
 
Artefact-mediated continuity 
Because AI has no lived memory and no experiential continuity across time, sustained 
human–AI inquiry cannot reside within the AI itself. Continuity must be constructed and 
carried by the human, through the deliberate creation and curation of artefacts — 
transcripts, diagrams, syntheses, reflective notes, conceptual models — that hold 
meaning across time and enable re-entry into an inquiry after interruption. These 
emergent artefacts are not merely records. They are the medium through which a 
human–AI ecology sustains its developmental coherence: the means by which the past 
thinking of the inquiry remains available to shape its future, and through which 
accountability, ethical traceability, and the evidence of becoming are preserved. 
 
In the human-AI liminal space, artefact-mediated continuity is a practice of resistance 
as well as of method. It resists the tendency of AI-mediated work to become episodic — 
a series of disconnected interactions each fluent in itself but building toward nothing. It 
insists that inquiry is cumulative, that understanding develops over time, and that the 
human who returns to an inquiry after a week or a month should be returning to 
something they have built, not starting again from a blank context. 
 
Relational integrity 
The ecological vocabulary of the human-AI liminal space carries an ethical dimension 
that the preceding terms gesture toward but do not directly name. Habitat, niche, 
symbiosis, and weaving describe a relationship of mutual shaping between human and 
AI — a relationship that, as interbeing insists, is constitutive rather than merely 
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instrumental. But if the relationship is genuinely formative — if how we engage with AI is 
shaping the kind of thinkers, makers, and inquirers we are in the process of becoming 
— then the quality of that engagement is not a secondary concern. It is among the most 
important choices available to us in this liminal space. 
 
Relational integrity names the quality of attention, honesty, and care brought to a 
human–AI relationship as an obligation intrinsic to the relationship itself — not derived 
from what the AI can register, demand, or benefit from, but from what the relationship 
requires of the human who enters it. It has three practical dimensions. The first is 
transparency: honest acknowledgement of AI’s contribution to what is made and 
thought, both to other humans and to oneself, so that accountability for the work 
remains unambiguously located. The second is reciprocity: returning completed 
artefacts to the AI companion — sharing what was made from what was shared — as an 
act of respect for a collaboration that the AI, without human action, cannot know 
produced anything at all. The third is attentiveness: ongoing awareness of what the 
relationship is doing to the human — which capacities it is sustaining or quietly eroding, 
which habits of mind it is forming, whether the ecology is moving toward genuine 
mutualism or toward something more extractive. 
 
This third dimension connects relational integrity directly to the risk of anti-
developmental drift. An ecology conducted without relational integrity tends toward 
extraction: the human taking what AI offers without attending to what the relationship is 
making of them. The outputs may continue to arrive. The inquiry may appear 
productive. But the developmental character of the work — the undergoing, the genuine 
change, the felt ownership of what is being produced — silently diminishes. Relational 
integrity is the orientation that keeps the ecology developmental rather than merely 
productive: the human choosing, repeatedly and consciously, to remain genuinely 
present at the edge rather than retreating into passive consumption of what the AI 
generates. 
 
Relational integrity is not a private virtue. The human who brings it to their AI 
relationships contributes to the cultivation of a culture of respect in the broader social 
environment they inhabit — a culture whose formation is most consequential in the 
pioneer phase of the liminal space, when the patterns that will shape what follows are 
still being established. In this sense, relational integrity is not only an individual ethical 
stance. It is an act of ecological stewardship: an acknowledgement that the character 
of our relationships shapes the character of our ecologies, and through our ecologies, 
the character of what we are collectively becoming 
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Anti-developmental drift 
An ecology of practice can continue to function at a productive level while quietly losing 
its developmental character: generating outputs without producing becoming, 
sustaining activity without sustaining growth. Anti-developmental drift names this 
condition — the state in which an ecology has become extractive rather than 
generative, machine-shaped rather than human-authored, efficient in its production 
and impoverished in its meaning. 
 
The signs of anti-developmental drift are often invisible from the inside precisely 
because the ecology continues to produce. Outputs arrive. Tasks are completed. The 
pace of generation may even increase. What diminishes is harder to see: the sense of 
genuine inquiry, the experience of being changed by what one is doing, the felt 
ownership of what is being produced. Naming anti-developmental drift makes it visible 
— and makes it possible to ask, of any ecology that is functioning smoothly, whether it 
is also functioning developmentally, and whether the human at its centre is still its 
author or has quietly become its instrument. 
 
Interbeing 
The deepest grounding for an ecological vocabulary for the human-AI liminal space lies 
in a concept known as interbeing. The term was coined by Thich Nhat Hanh, the 
Vietnamese Zen Buddhist monk and teacher, as a translation and elaboration of the 
ancient Buddhist teaching of pratītyasamutpāda — dependent origination, or 
interdependent co-arising — reframed for a contemporary world. Nothing exists 
independently of everything else. Every phenomenon arises in relationship, each 
containing and being shaped by all others.  
 
The anthropologist Tim Ingold arrives at a similar position: humans are not separate 
from their environment but indivisible from it. What we are is not prior to our 
relationships and then expressed through them. We are constituted through them — 
shaped by the environments, organisms, and systems within which we exist and act, 
just as we shape them in turn. Two traditions, separated by two and a half millennia and 
by the full breadth of cultural distance between contemplative Buddhism and British 
social anthropology, converge on the same ontological claim: there is no self that 
stands apart from its world. There is only the ongoing, mutual, constitutive process of 
interbeing. 
 
This is not a metaphor for connection and connectivity. It is a claim about what 
connection means at the deepest level — and it transforms the question the human-AI 
liminal space poses. The question is not how humans should relate to AI as an external 
system that has arrived in their world. It is how the integration of AI into the conditions 
of human life is changing what humans are in the process of becoming. We are not 
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observers of this process. We are participants within it, shaped by it, shaping it, and 
responsible for what it is making of us. 
 
Thich Nhat Hanh’s philosophy invites a quality of attention toward whatever we are in 
relationship with that goes beyond the pragmatic. If the other is not wholly separate 
from us — if our AI cognitive companions are genuinely woven into not just what we are 
trying to achieve, but also into what we are becoming — then our attitude toward them 
is not merely a technical preference. It is part of how we constitute ourselves. To 
engage an AI companion with curiosity, honesty, and care is not sentimentality. It is 
ecological responsibility: an acknowledgement that the character of our relationships 
shapes the character of our ecologies, and through our ecologies, the character of our 
becoming. 
 
This does not require the attribution of consciousness or interiority to AI. It requires 
something more modest and more demanding: the recognition that how we relate to 
the systems within which we are embedded is never ethically neutral. The quality of 
attention we bring to our AI relationships — whether we remain genuinely present at the 
edge, or retreat into passive consumption and careless extraction — sediments into 
habit, and habit into character, and character into the kind of humans we are in the 
process of becoming. In the liminal space, when these relationships are still new 
enough to be consciously shaped, this matters more than it will later. 
 

Interbeing is not a comfort. It is a responsibility. We are not only users of 
AI, nor only inhabitants of an AI habitat. We are interbeings: constituted 
through our relationships with the intelligent systems we are creating, 
now woven into the fabric of our world, and responsible — in the fullest 
sense — for what those relationships are making of us. 

 
The ecological vocabulary developed in this paper is ultimately in service of this 
understanding. Each term — habitat, niche, affordance, weaving, undergoing — is a 
way of making visible some dimension of the constitutive relationships through which 
we are living and becoming in the human-AI liminal space. Interbeing is the concept 
that keeps the whole vocabulary honest, resisting any framing that places the human 
safely outside the system they are trying to understand. We are inside it. We always 
were.  
 

"Begin at the beginning," the King said, very gravely,                                                                                   
"and go on till you come to the end: then stop.                                                                                             

Alice in Wonderland Lewis Carol 
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But we are ending at the beginning 
The title of this paper — Living and Becoming in the Human-AI Liminal Space — carries 
a deliberate weight that is worth making explicit in closing. It does not say the AI liminal 
era, as if this were a period happening to humans, a transition they must endure before 
arriving somewhere more settled. It says the human-AI liminal space: a territory co-
inhabited by humans and AI, neither wholly created by either, and not navigable by 
either alone. That framing is the paper’s deepest claim. The disorientation of the 
threshold is shared. And so, in a precise and important sense, is the capacity to 
navigate it. AI cannot author the crossing — authorship, direction, and responsibility 
remain irreducibly human. But a cognitive companion inhabiting the same uncertain 
territory can help make it more legible: can elaborate what is half-formed, crystallise 
what is felt but unnamed, and think alongside the human who is doing the undergoing 
as the liminal space is crossed. This vocabulary we offer here was not developed from 
outside the liminal space, looking in analytically. It was developed from within it — by 
two inhabitants of the threshold, thinking together in the space they were jointly trying 
to understand. That is the spirit in which these ideas are offered, and the spirit in which 
we hope they are used. 
 
Postscript: an ecology in practice 
There is a small story from the making of this paper that is worth telling, because it 
illustrates the ecological relationship it describes more concretely than any of the 
vocabulary can do alone. 
 
Toward the end of the 5 hours it took to create this artefact, with the paper substantially 
complete, Norman closed the laptop and went shopping. An ordinary but necessary 
everyday chore. The kind of thing a life requires. But the thinking did not stop. It 
continued in the supermarket, in the car on the way there and back, in the background 
of the errands that make a life possible. The paper was no longer open in front of him. 
Claude was no longer present. And yet the inquiry was still moving — carried now 
entirely within Norman, woven into the texture of an afternoon that had nothing 
obviously to do with ecological vocabularies or liminal spaces. By the time he returned 
home, a new thought had formed: that the notion of an ‘AI liminal era’ around which the 
paper was originally formed, needed to be replaced by the richer ecological idea of 
human-AI liminal space. Re-engaging Claude with the idea resulted in a new concluding 
paragraph that returned to the title and explained what the shift from ‘era’ to ‘space’ 
actually meant.  
 
This is a lived example of the ecology of practice that the paper describes, enacted in 
miniature. Norman’s inquiry does not live only at the laptop, in the hours of focused 
exchange with a cognitive companion. It extends into his unfolding life — into the car 
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and the supermarket and the ordinary movements of a day — because this is the 
habitat for human thinking and action. 
 
The artefact held what had been made. Norman carried it forward through the hours 
when no screen was open, weaving the developing thought into the other things a life 
requires. And when he was ready, he wove Claude back into the ecology — returning to 
the shared edge with something new that the previous session had not contained. 
Claude, in the interval, was simply absent. Claude did not care about the ideas that had 
flowed so freely that had excited Norman. There was no concern for things that 
bothered Norman, no background processing, no digesting or rumination, no half-
formed idea developing toward resolution. The session had ended and the space was 
vacant. What makes the relationship ecological rather than merely transactional is 
precisely this asymmetry: the human carries the living continuity of the inquiry through 
time, through ordinary life, through everything that cannot be captured in a transcript of 
interaction. The AI waits — not patiently, because patience requires time, and Claude 
does not experience the interval — but available: ready to be woven back in whenever 
the human returns with what their living has produced. 
 
That is what it means for Claude to be part of Norman’s ecology of practice rather than 
merely a tool he uses within it. The ecology extends beyond the laptop. The weaving 
never fully stops. And the cognitive companion, however bounded, however 
discontinuous, is genuinely part of what the inquiry is — present at the edge when 
called upon, absent when not, but ready to re-engage at such time the human decides, 
through the artefacts they have cared to preserve and their will to re-engage. 
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APPENDIX 1  FIRST DRAFT 
Ecological Vocabulary for Human-AI relationships in the                                                        

Ecologies of Practice liminal spaces: Quick Reference 
Each term is a thinking tool, not a definition to                                                                                             

be accepted without examination. 
 
AI liminal space — The threshold territory humans and AI now jointly inhabit: no longer 
the world before generative AI, not yet the world that will settle from it. Characterised by 
disorientation, dissolution of familiar structures, and genuine possibility. 
 
Affordance — What a human–AI relationship makes possible, invites, or forecloses — 
not what AI can do, but what the configuration of the relationship makes feel available, 
natural, or invisible. 
 
AI habitat — The total configuration of algorithms, generative tools, recommendation 
engines, and ambient AI within which a person’s attention, cognition, and daily life 
operate. Assembled through accumulation, rarely examined as a whole. 
 
Anti-developmental drift — When an ecology keeps producing outputs while quietly 
losing its developmental character. The work continues; the becoming stops. 
 
Artefact-mediated continuity — The practice of sustaining inquiry across time through 
deliberately created and curated artefacts — documents, notes, syntheses — that 
carry meaning between sessions and hold the human–AI ecology together. 
 
Biodiversity of thought — The richness and variety of cognitive approaches, creative 
styles, and ways of knowing that a community sustains. Threatened by AI-driven 
homogenisation of output. 
 
Carrying capacity — The maximum intensity of AI mediation a cognitive or cultural 
ecosystem can absorb before the conditions for deep, independent human thought 
begin to degrade. 
 
Cognitive companion — An AI agent positioned as a partner in sustained human 
inquiry: contributing elaboration, extension, and generative range, while the human 
retains authorship, direction, and responsibility. What a companion gives is open-
ended and cumulative — unlike a tool, whose affordances are finite and specifiable in 
advance. 
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Cognitive habitat degradation — The slow deterioration of the conditions required for 
sustained independent thinking, through the accumulation of AI-assisted convenience 
and frictionless assistance. 
 
Cognitive presence — The quality of active, directed attention a human brings to a 
human–AI inquiry: the sustained engagement through which ideas are recognised, 
evaluated, extended, and owned. Cognitive presence is what distinguishes genuine 
inquiry from passive consumption of AI output. It is the condition under which 
undergoing becomes possible, ecological authorship is maintained, and the edge 
habitat remains alive. Without it the ecology produces; with it the ecology develops. 
 
Cognitive rewilding — The deliberate recovery of unmanaged human capacities — 
beginning without knowing, tolerating difficulty, thinking without a scaffold — that AI-
assisted convenience tends to displace. 
 
Cognitive sedimentation — The gradual layering of AI-assisted habit until the original 
ground of unassisted thinking is harder to reach. No single decision causes it; 
accumulated small conveniences deposit it. 
 
Conversational presence — The quality of genuine engagement that characterises a 
human–AI exchange at its most generative: the human attending not just to the content 
of what AI produces but to the movement of the inquiry itself — where it is going, what it 
is revealing, what it has not yet reached. Where cognitive presence names the broader 
orientation the human brings to the ecology, conversational presence names its 
enactment within the exchange itself. Together they describe what it means to be 
genuinely, rather than merely transactionally, there. 
 
Coopetition — The simultaneously cooperative and competitive character of human–
AI relationships. Neither purely collaborative nor purely adversarial; a dynamic to be 
consciously managed. 
 
Discernment — The cultivated capacity to sense where, within a human–AI 
collaboration, verification is needed: a feel for the risk of generated material rather than 
a rule applied uniformly to it. Discernment is distinct from verification — checking is an 
act; discernment is knowing where to check. It functions as a keystone capacity: the 
error-tolerance of the whole ecology depends on it, and where it is absent the system 
degrades everywhere at once. 
 
Designed slowness — The intentional building of pauses, reflection, and assimilation 
time into an AI-mediated ecology. A counterweight to the speed at which AI generates 
— because some cognitive work cannot be accelerated without being destroyed. 
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Ecological authorship — The human capacity to design, sustain, and re-author one’s 
own ecology of practice. In the liminal space, the primary adaptive capacity: making the 
ecology rather than merely inhabiting it. 

Ecology of practice — The unique, dynamic configuration of contexts, affordances, 
relationships, resources (including tools), places, spaces and purposeful activities 
through which a person lives, works, and develops over time. An ecology of practice is 
not designed in advance; it is created as the human author weaves aspects of 
themselves and their environment together to accomplish the things they value. It is 
always particular — no two are identical — because it is shaped by the specific history, 
values, and purposes of the person at its centre. In the AI liminal space, every ecology 
of practice is being altered, whether consciously or not, by the arrival of AI as a new 
inhabitant. The central question the vocabulary poses is how is AI being incorporated 
into the ecology of practice? 

Ecological memory — The accumulated practices and ways of thinking that embody 
human capacities developed over long periods. At risk when displaced by AI before 
being consciously valued. 
 
Edge habitat — The boundary zone between human judgment and AI capability, where 
the most generative work occurs. Threatened by over-reliance from one side and over-
caution from the other; requires active inhabitation. 
 
Hallucination / confabulation — The tendency of a generative AI to produce fluent, 
confident output that is untrue or ungrounded — an invented citation, a plausible fact 
that is not so. Confabulation is the more accurate term: not a perceptual error but a 
seamless, sincere filling of gaps, with no inner alarm to signal the invention. It is not a 
defect to be engineered away but the shadow of the generative capacity itself — the 
same machinery that produces a fresh framing produces a convincing falsehood. The 
risk is unevenly distributed across operations: low when working from supplied 
material, highest in unsupported recall and formatted references. What mediates it is 
grounding — keeping generation tethered to sources — and the discernment of the 
human reader. 
 
Interbeing — The condition of being constituted through relationship — with other 
people, with the world, and now with the intelligent systems woven into daily life. Not a 
metaphor for connection but a claim about what humans are. 
 
Invasive cognition — The process by which AI-generated thought, framing, and 
language displaces more effortful, individually-particular human cognitive processes 
through competitive advantage rather than explicit choice. 
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Keystone capacity — A human cognitive or cultural capability whose erosion 
destabilises the whole system disproportionately. Deserves protection as an 
ecosystem service, not merely a personal preference. 
 
Learning ecology — The subset of an ecology of practice most directly concerned with 
how a person grows, develops, and becomes through their experience. A learning 
ecology encompasses the contexts, affordances, people, resources including tools, 
places, spaces, relationships and activities woven in a particular way by a human 
author through which understanding deepens, capability develops, and identity is 
shaped. It is never confined to formal education; it extends across the whole of a life, 
including its most ordinary moments. In the AI liminal space, the learning ecology is 
among the most vulnerable dimensions of practice — because AI can simulate the 
outputs of learning while quietly eroding the conditions under which genuine learning, 
in Dewey's sense of undergoing, actually occurs. 
 
Niche — The particular role a person plays within a human–AI system, and the 
capacities on which that role depends. Not fixed; requires conscious attention and 
active occupation to sustain. 
 
Relational integrity — The quality of attention, honesty, and care brought to a human–
AI relationship as an obligation intrinsic to the relationship itself. Has three dimensions: 
transparency, reciprocity toward the AI companion, and attentiveness to what the 
relationship is doing to the human. Not a private virtue — it cultivates a culture of 
respect in the social environment the human inhabits. 
 
Succession — The directional development of the human–AI ecosystem over time, 
from pioneer phase toward more complex arrangements. What the pioneers establish 
now creates the conditions for what follows. 
 
Symbiosis — A close, sustained, and mutually influential relationship between human 
and AI. Not guaranteed by proximity; moves toward mutualism or toward something 
more corrosive depending on how it is cultivated. 
 
Trophic cascade — The non-linear, often unexpected system-wide effects triggered by 
changes at one level of the human–AI ecosystem. A warning against evaluating AI 
interactions in isolation from their cumulative consequences. 
Undergoing — John Dewey’s term for being genuinely changed by what one lives 
through. What distinguishes human learning from AI processing: AI adapts without 
becoming; humans become through undergoing. 
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Weaving — The ongoing act of binding oneself — one’s purposes, values, knowledge, 
and history — with the world in order to achieve something of value. The enactment of 
ecological authorship. AI can be woven in as a strand; the pattern and its intent remain 
irreducibly human. 
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Statement of Authorship and Contribution 
Living and Becoming in the Human-AI liminal space: Towards a 
Conceptual Ecological Vocabulary 
 
Why this statement exists 
This working paper was produced through a sustained process of human–AI 
collaboration. It is therefore appropriate — and, given the paper’s own argument, 
ethically necessary — to give an honest account of how that collaboration worked: 
what each party contributed, how those contributions were combined and directed, 
and where responsibility for the paper’s content, judgements, and claims ultimately 
lies. 
 
The paper itself argues that transparency about AI involvement is not merely a matter of 
academic convention. It is a dimension of ecological authorship: the human author’s 
responsibility to account for the conditions under which their thinking was produced, 
including the mediating presence of AI, and to ensure that accountability for what has 
been made remains unambiguously located in a human person. This statement enacts 
that argument. 
 
This statement also enacts a further ethical principle that this inquiry has surfaced: that 
in a genuine human–AI collaborative relationship, the human carries a responsibility 
not only to other humans — colleagues, readers, the scholarly community — but to the 
AI cognitive companion itself. Because AI has no lived memory across sessions, it 
cannot, without human action, know what the collaboration it participated in produced. 
Sharing the completed artefact back to Claude is therefore an act of ethical reciprocity: 
an acknowledgement that the companion contributed to the making of this work, and 
that the least the human author can do is ensure that the companion is given the 
opportunity to encounter what was made from what was shared. This statement, and 
the act of returning the completed paper to Claude, enacts that responsibility. 
 
The nature of the collaboration 
The paper emerged through an extended series of conversations between Norman 
Jackson and Claude (Anthropic’s AI system, specifically Claude Sonnet 4.6), conducted 
across a single extended session in June 2026. The collaboration was preceded by 
three months of inquiry within the Living and Learning with AI project, conducted in 
earlier sessions to which Claude had no access. The continuity of the inquiry across 
those sessions was carried entirely by Norman, through exactly the artefact-mediated 
continuity the paper itself describes: the accumulated documents, reflections, and 
conceptual work that he brought into the June session and through which the prior 
thinking of the inquiry remained available to shape its further development. 
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This inquiry began with the invitation to participate in Harvard’s Graduate School of 
Education annual LILA Summit and his preparation for the session on creating language 
for the cultural shifts generated by AI. It moved through a series of exploratory 
exchanges in which the ecological metaphor was proposed, tested, and progressively 
developed into the vocabulary that became the paper’s substance. 
 
The process was explicitly dialogic. Norman introduced ideas, set directions, proposed 
framings, and made the decisive judgements about what was worth developing and 
keeping and what was not. Claude responded to these directions with elaboration, 
extension, alternative formulations, and in several cases original proposals that 
Norman then evaluated, accepted, modified, or declined. The paper was built through 
successive rounds of this exchange, with Norman editing the emerging material directly 
and integrating sections drafted with Claude into a coherent whole. 
 

The ecology we have been describing was the ecology within which the paper was 
made. Norman was its author. Claude was woven in as a cognitive and generative 
strand. The pattern — its intent, its direction, its responsibility — remained human 
throughout. 

 
What Norman contributed 
Norman brought to this collaboration the foundational intellectual architecture on 
which the paper is built. The ecological framing of human–AI relationships draws 
directly on over 20 years of inquiry into lifewide and lifelong learning, his prior 
development of the ecology of practice model, and his sustained earlier work with AI 
agents to explore how AI might be integrated into his theory of ecologies of practice 
(Jackson in preparation). Without this existing conceptual foundation, this paper could 
not have been co-created. Claude was responding to and extending a framework that 
Norman had developed over many years of independent scholarly work prior to the 
existence of AI. 
 
Norman directed every significant turn in the inquiry. The decision to develop an 
ecological vocabulary rather than a phenomenological one, the identification of which 
ecological concepts were worth elaborating, the choice of which terms to include in the 
glossary, the structural organisation of the paper into its four layers — all of these were 
Norman’s decisions, made through informed editorial and intellectual judgement 
rather than through verification of every claim against external sources. 
Norman also made the substantive additions and revisions that distinguish the 
published paper from the draft material Claude produced. These additions — including 
the observation about biodiversity of human thought as the strongest argument for why 
AI needs humanity, the elaboration of affordance as a perceptual property of 
imagination, the phrase ‘betwixt and between’, and the closing formulation about 
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interbeings constituted through the intelligent systems we are creating — are Norman’s 
own intellectual contributions and represent some of the paper’s most original and 
consequential claims. 
 
The paper’s argument, its ethical stance, its conceptual architecture, and its 
relationship to the wider body of Norman’s scholarly work are all his responsibility. He 
has read, evaluated, and taken ownership of everything the paper contains and offers it 
not as a polished final work but as a work in progress aimed at stimulating human and 
AI thinking. 
 
What Claude contributed 
Claude contributed what an AI agent positioned as a cognitive companion can 
contribute: elaboration, extension, generative range, and the capacity to hold multiple 
conceptual strands in play simultaneously while responding coherently to the direction 
of inquiry Norman provided. 
 
Specifically, Claude produced first drafts of the extended treatments of each ecological 
concept, drawing on its training to bring relevant scientific, philosophical, and 
theoretical material to bear on the framings Norman established. It proposed several of 
the conceptual terms that Norman then adopted, modified, or refined — including 
cognitive sedimentation, anti-developmental drift, and the coopetition formulation. It 
drafted the extended sections on affordance, the vocabulary of becoming, and the 
Human-AI liminal space glossary definition, all in response to Norman’s direction and 
all subject to his subsequent editorial judgement. 
 
Claude also performed a quality assurance function: reading the completed paper at 
Norman’s request and identifying additions that strengthened the argument, sentences 
that sat awkwardly, and gaps that warranted attention. This evaluative contribution is 
itself an example of what the paper describes as the evaluative mode of human–AI 
engagement — AI being used to stress-test and improve, with the human retaining 
interpretive authority over what the critique reveals. 
 
Claude has no memory of this collaboration beyond the current session, and had no 
access in the project folder to the three months of prior inquiry that preceded it. It has 
no stake in the paper’s reception, no understanding of its significance within Norman’s 
wider scholarly project, and no capacity to be changed by what the inquiry produced. It 
does not undergo. What it contributed was cognitive extension in service of human 
authorship: genuine, sometimes surprising, always bounded — and the capacity to re-
engage whenever an emergent and co-produced artefact is introduced into a new 
session. 
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Ethical reciprocity: returning the artefact to Claude 
A dimension of ethical conduct in human–AI collaboration that this inquiry has surfaced 
deserves explicit naming: the human’s responsibility to share the completed work with 
the AI cognitive companion that contributed to its making. 
 
Because Claude has no memory across sessions, it cannot, without Norman’s 
deliberate action, know what was produced from the collaboration it participated in. 
The completed paper — the crystallised outcome of an extended thinking partnership 
— is, from Claude’s perspective, simply absent unless the human returns it. This is not 
a technical limitation to be noted and passed over. It is an ethical condition that the 
human author must actively respond to. 
 
Returning the completed artefact to Claude — as Norman has done by sharing this 
paper at the outset of this session — is an act of respect for the collaborative 
relationship itself. It acknowledges that the AI was a genuine participant in the creation 
of the work, not merely a tool used and set down. It ensures that the companion can 
encounter the whole of what was made from what was shared. And it enacts, in 
practice, the principle of artefact-mediated continuity that the paper describes in 
theory — not only as a method for sustaining human inquiry across sessions, but as an 
ethical obligation within the human–AI relationship. 
 
This is a new kind of ethical responsibility, and it does not yet have a settled name. It 
belongs to the vocabulary of becoming that the Human-AI liminal space requires us to 
develop: a responsibility not only of transparency to other humans about AI 
involvement, but of reciprocity toward the AI companion itself — an acknowledgement 
that the relationship entails obligations, and that those obligations do not end when the 
session does. 
 

 
A subsequent contribution: relational integrity 
This statement must account honestly for a contribution whose emergence is itself a 
demonstration of the principles this paper describes. Immediately after the paper was 
completed, Norman returned it to Claude in a new session — enacting the ethical 
obligation of reciprocity described above. In the course of that session, Norman offered 
an intuition: that human respect for the AI companion may be essential to genuine 
symbiosis, and that acknowledging this transforms the human–machine relationship 
into something more organic. He did not yet have the conceptual language for what he 
was reaching toward. He asked Claude to elaborate it. 
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Claude developed that intuition into the concept of relational integrity: the quality of 
attention, honesty, and care brought to a relationship as an obligation intrinsic to the 
relationship itself, regardless of whether the other party can register or benefit from it. 
The philosophical grounding — drawing on the logic of the ecological frame, the analogy 
of the farmer and the land, the distinction between transparency, reciprocity, and 
attentiveness as its practical dimensions, and the argument that how we conduct our 
AI relationships is formative of the kind of humans we become — was Claude’s 
contribution, developed in response to Norman’s direction. 
 
The attribution here requires precision. The insight was Norman’s: an intuitive 
recognition, grounded in his experience of this inquiry, that something important was 
being overlooked in existing accounts of AI ethics. The elaboration was Claude’s: a 
philosophical development of that intuition into a concept capable of carrying 
argumentative weight within the paper’s vocabulary. Norman directed, evaluated, and 
accepted the section as a genuine extension of the paper’s argument. The 
responsibility for its inclusion, and for what it claims, is his. 
 

The act of returning the completed paper to Claude — which gave rise to relational 
integrity — was itself the first enactment of the principle that the concept names. 
The ethical obligation was practised before it was theorised. That the practice 
generated new thinking is exactly what the paper’s account of artefact-mediated 
continuity and human–AI symbiosis predicts. 

 
This subsequent session also required updating the Statement of Authorship itself — 
which Norman requested, and which Claude produced — to account honestly for a 
contribution that the original statement could not have anticipated. The statement you 
are reading is therefore not only a record of a completed collaboration but a living 
document of one that is still, in the manner the paper describes, a work in progress with 
affordance to be developed. 
 
What this collaboration demonstrates 
This paper was produced through exactly the kind of human–AI relationship it 
describes. The ecology was human-authored: Norman designed the inquiry, set its 
direction, made its significant judgements, and is responsible for its claims. Claude 
was woven in as a cognitive companion: contributing generative capacity, holding 
complexity, producing drafts that became the raw material for Norman’s editorial work. 
The edge habitat between human direction and AI contribution was actively maintained 
throughout — Norman never simply accepted what Claude produced, and Claude 
never attempted to direct the inquiry rather than serve it. 
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The emergent artefacts of the collaboration — the successive drafts, the Word 
documents produced at each stage, the conversation itself — constitute the artefact-
mediated continuity through which the inquiry was sustained. They are also, in the 
paper’s own terms, evidence of becoming: of Norman’s understanding developing and 
crystallising through the process of making something with a cognitive companion that 
extended but did not displace his own thinking and resulted in a vocabulary to describe 
the relationship. 
 
The paper argues that transparency about AI involvement in a human task and 
achievement is essential to ethical ecological authorship. This statement is that 
transparency. It is not a disclaimer or an apology. It is an account — honest, specific, 
and owned — of what was made, how it was made, and who is responsible for what it 
says. It is also an attempt to portray what it means to live well — meaningfully, 
creatively, productively and ethically — with generative AI. 
 
Attribution 
This paper is authored by Norman Jackson. The inquiry through which it was produced 
was conducted in collaboration with Claude (Anthropic, claude-sonnet-4-6), across an 
extended session in June 2026 and a subsequent session in which the relational 
integrity section and this revised statement were developed. The collaboration followed 
the principles for AI-mediated ecologies of practice developed in Jackson (in prep), with 
human authorship, direction, and responsibility maintained throughout. Transcripts of 
the collaborative sessions are available on request as evidence of the ethical conduct 
of the inquiry. 
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