
1 
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Resilience in the Human–AI Liminal Space:                                                    
Ecological Narrative Summary  
Norman Jackson 
 

Central proposition 

The paper accepts the LILA Summit’s framing (Krishnan 2026)   — that resilience is an 
orientation toward learning, judgment, and human capability that must be actively 
designed, not assumed — and asks what follows from that proposition when examined 
not at the organisational level but at the level of the individual. Its answer draws on 
ecological thinking about human–AI relationships to argue that resilience, in the 
human–AI liminal space, is not a reactive capacity activated by disruption. It is an 
ongoing ecological achievement: something that has to be continuously authored, 
designed, and tended across time, before any disruption arrives. Resilience, in this 
sense, is never finished work — it is practice. 

“Resilience is not a property of the individual alone, nor of the AI companion 
alone, nor of the organisation that surrounds them. It is an emergent property 
of an individual’s whole ecology -  into which AI may be woven - and the 
ecosystem as a whole.” 

The liminal condition 

We are living through a threshold moment unlike previous technological transitions. 
The printing press, the industrial revolution, and the internet all transformed significant 
dimensions of human life while leaving intact the cognitive capacities through which 
humans navigated change. The AI transition is different: it is altering the very 
instruments of navigation — judgment, discernment, independent thought, creative 
agency. The result is a condition of genuine uncertainty in which the old maps no longer 
describe the territory and the new maps have not yet been drawn. This is the human–AI 
liminal space, and it is the condition within which any meaningful account of resilience 
must be situated today. 

Ecological competency and ecologies of practice 

The paper grounds its argument in two related concepts. Ecological competency is an 
organism’s capacity to interact effectively with its environment, extended here to 
include the habits of learning necessary to sustain effectiveness. Ecologies of practice 
are the particular configurations of contexts, affordances, relationships, resources, and 
purposes through which a person lives, learns, and achieves something of value. 
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Generative AI introduces into these ecologies a new kind of element — not a tool to be 
picked up and put down, but a potential cognitive partner, capable of participating in 
the ongoing processes of perceiving, sense-making, imagining, and reflecting through 
which the ecology produces its achievements. In this way it has the potential to be a 
significant influence in the ongoing design of the ecology. 

Four conditions for maintaining human authorship 

If AI is to function as a genuine cognitive partner rather than a source of dependency or 
anti-developmental drift, four conditions must be actively maintained. Ecological 
authorship is the continuous, deliberate maintenance of human purpose and direction. 
Artefact-mediated continuity requires the human to create and curate artefacts — 
transcripts, syntheses, reflective notes — that carry meaning forward across time, 
since AI has no lived memory. Designed slowness means deliberately building pauses 
for reflection into an AI-mediated ecology, as a counterweight to the speed at which AI 
generates outputs: the human must undergo what is produced, not merely accumulate 
it. Epistemic humility requires the habit of active interrogation — treating confident, 
fluent AI synthesis as a contribution to be evaluated rather than a conclusion to be 
accepted. 

Slow erosion: the true threat to resilience 

The most significant threats to individual resilience in the human–AI liminal space are 
not sudden shocks but slow, cumulative, below-threshold processes: cognitive habitat 
degradation, cognitive sedimentation, the quiet narrowing of what feels possible as 
affordance structures reshape perception without any single moment of decision. An 
ecology can continue to produce — outputs arrive, tasks are completed, the pace of 
generation may increase — while its developmental character silently diminishes. The 
felt ownership of what is produced fades. Individual resilience must therefore be 
understood as an ongoing condition of the ecology: something actively maintained 
before disruption arrives. You do not bounce back from cognitive sedimentation. You 
prevent it — or, through the harder work of cognitive rewilding, you attempt to recover 
what has been displaced. 

Keystone capacities: what resilience protects 

Just as a keystone species has a disproportionate effect on an ecosystem relative to its 
size, the human cognitive ecosystem has keystone capacities whose loss reorganises 
the whole: sustained independent thought; the ability to hold uncertainty without 
immediate resolution; deep reading; the capacity to begin a creative act without 
knowing where it will end. These are the conditions on which genuine judgment, 
creativity, and meaning-making depend. Generative AI does not eliminate them in any 
single interaction, but the affordance structure of AI habitats tends to make them 
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progressively harder to perceive as necessary, harder to choose, and harder to sustain 
as practice. 

Resilience as a property of the partnership 

The paper’s most distinctive move is to propose that resilience can be a property of the 
cognitive partnership itself, not only of the individual. An AI companion fully woven into 
an ecology of practice expands the cognitive carrying capacity of the individual under 
pressure. But this only holds if the individual brings the right dispositions: curiosity, 
honesty, the willingness to undergo, and relational integrity. Without these, the 
partnership becomes extractive. Outputs arrive; understanding does not deepen. 
Resilience is quietly hollowed out beneath a surface that may look more productive 
than ever. 

The organisational demand 

Individual ecological authorship does not occur in a vacuum. Organisations that enable 
it protect time for reflection, cultivate norms that value depth alongside speed, and 
treat epistemic humility and the willingness to undergo as professional virtues. Those 
that undermine it reward velocity over judgment and create performance environments 
in which the pressures toward delegation and dependency are structural. The 
ecological narrative makes a specific organisational demand: not for programmes or 
policies, but for cultures that take seriously the conditions under which human beings 
flourish as they think, act, create, reflect, learn and become. 

 

A Contribution to the LILA Conversation 

The LILA community has developed a rich and searching account of organisational 
resilience in the AI era — one that addresses structural redesign, the transformation 
of expertise, human-AI symbiosis, and the leadership capabilities the moment 
demands. Individual experience is present throughout that account. What the 
ecological narrative contributes to this conversation is a sustained focus on the 
individual — not merely as a building block for organisational resilience, but as the 
domain where the most consequential and least visible processes are playing out. 
Cognitive sedimentation, the erosion of keystone capacities, anti-developmental 
drift: these are not organisational phenomena that happen to affect individuals. They 
are individual phenomena that organisations will fail to address if they think primarily 
from the organisation downward.  

LILA brief's own conclusion captures something of what this ecological narrative 
affirms: that resilience comes from staying in learning together, from being willing to 
not know, and from building collective capacity that no AI system can replicate. The 
ecological vocabulary being developed here — ecological authorship, designed 
slowness, cognitive rewilding, artefact-mediated continuity — offers LILA a 
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complementary register: one that names what is happening inside the person 
navigating the human-AI liminal space, and what it takes, at that level, to remain 
purposeful, developmental, and genuinely human. 

 

Norman Jackson  ·  A Working Paper thought through and written with Claude AI          
(see Statement of Authorship and Contribution Appendix 1).
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Resilience in the human–AI liminal space:                                                  
an Ecological Narrative 

Norman Jackson 
 

Introduction  
The central proposition of the 2026 LILA Summit on resilience in the age of AI is both 
precise and demanding: resilience is not about bouncing back or adopting AI faster. It is 
an orientation — toward learning, judgment, and human capability — that has to be 
actively designed and protected, not assumed. (ref) 
 
This paper accepts that proposition and asks what follows from it when resilience is 
examined not at the organisational level — where much of the LILA conversation is 
rightly focused — but at the level of the individual. What does ecological thinking about 
human–AI relationships reveal about what individual resilience actually is, where it 
comes from, and what it requires of us and the organisations within which we work? 
The argument draws on an ecological vocabulary for human–AI relationships developed 
in a companion Working Paper (Jackson, in prep b), which proposes that the language 
of ecology — habitat, niche, affordance, symbiosis, keystone capacity, and related 
terms — offers a more adequate framework for understanding the human–AI liminal 
space that we have entered, than the mechanical and transactional metaphors that 
currently dominate. That vocabulary is not repeated in full here, but several of its 
concepts are drawn upon directly.  
 
The liminal condition: why resilience cannot mean bouncing back 
We are living through a threshold moment in human experience. Generative AI has 
woven itself into the tools, workflows, relationships, and inner conversations of daily 
life faster than our capacity to understand what this means or govern how we respond. 
The cognitive habits, professional identities, and cultural arrangements that 
characterised life before this transition are being progressively loosened from their 
moorings. The arrangements that will eventually replace them have not yet taken 
shape. We are in between: no longer fully in the world that was, not yet in the world that 
will be. The anthropologist Arnold van Gennep called this condition liminal — the 
threshold state, betwixt and between, where familiar structures have dissolved and 
new ones have not yet formed. 
 
What makes this threshold distinctive is not simply its scale but its reflexivity. Previous 
technological transitions — the printing press, the industrial revolution, the internet — 
transformed significant dimensions of human life while leaving largely intact the 
cognitive and cultural capacities through which humans made sense of change and 
decided how to respond. The AI transition is different: it is changing the very capacities 
— judgment, discernment, independent thought, creative agency — through which we 
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would normally navigate disruption. The instrument of navigation is itself being altered 
in transit. This is the human-AI liminal space: a condition of genuine uncertainty in 
which the old maps no longer describe the territory, the new maps have not yet been 
drawn, and the question of what kind of human-AI ecosystem we are in the process of 
creating remains, for now, genuinely open. 
 
It is in this space that the question of resilience becomes most urgent — and most 
complex. Resilience cannot mean simply bouncing back to what was, because what 
was is no longer available. It cannot mean optimising for the new arrangements, 
because those arrangements are not yet settled. What it must mean, in the human-AI 
liminal space, is the capacity to remain purposeful, discerning, and developmental 
while the crossing is still underway: to navigate uncertainty without being consumed by 
it, to sustain the conditions for human flourishing while the ecosystem in which that 
flourishing must occur is emerging around us. Above all it means we must maintain our 
own ecological competency which is what this Working Paper explores. 
 
Ecological competency: a foundational concept 
The original definition of competence was biological rather than specifically human, 
“an organism's capacity to interact effectively with its environment” (White 1959) and 
we can use this foundational concept to underpin an ecological concept of practice. 
 
In order to interact effectively with a particular sort of environment, such as a teacher 
might interact with during a lesson in her classroom, we need to understand what the 
environment is and what the flows of information from the environment mean. Much of 
our learning is geared to understanding what things mean and the function of making 
meaning is to enable us to interact and adapt to our environment and enhance our 
ability to alter it to make it more useful and amenable to what we are trying to achieve 
(Zittouni & Brinkmann 2012 p1809) 
 
In their review of the idea of competence for educational settings, Vitello, Greatorex & 
Shaw (2021 p4) begin to sketch out a concept of competence as an act of performing 
successfully (interacting effectively) in particular environments, “Competence is the 
ability to integrate and apply contextually-appropriate knowledge, skills and 
psychosocial factors (e.g., beliefs, attitudes, values and motivations) to consistently 
perform successfully within a specified domain.”   
 
Learning is implicit in this definition – in order to perform in competent ways we have to 
learn how to do it. The definition focuses on performance in the present but it omits the 
role of learning in enabling better performance in real time as we learn while engaging in 
a task (learning as we live). It also neglects the fact that as organisms we have the 
ability to recall events and think about them again as we gain deeper insights or work 
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out what went wrong or how we might have done things better. Therefore we need to 
incorporate learning into this definition for example by including an expression like, and 
having the will, confidence, self-regulatory habits and resilience to learn and develop 
even in difficult circumstances. 
 
This addition recognises that competence involves a commitment to learn and develop 
through our experiences of trying to perform and achieve so that our evolving 
competence becomes integral to our ongoing formation as a human being as well as 
our ability to interact effectively with a world in continuous formation.  
 
Having this form of ecological competence in which a commitment to learning is 
embedded, we are more likely to be able to adapt to new and novel situations and learn 
to perform in an expanding range of contexts. How we learn to be competent in an 
expanding range of contexts is by participating in those contexts with the awareness 
and capability to learn from the experience even when those contexts are changing 
rapidly or, are unfamiliar or unknown as we encounter in the liminal space. But how is 
ecological competence manifested? What is the concrete expression of the 
competence as we live out our lives? Here we might draw upon the concept of an 
ecology of practice within which learning is embedded. 
 
Ecologies of Practice : the configuration through which competency is expressed 
Jackson (2016, 2020a & b, 2022) developed the concept of an ecology of practice to 
embrace the particular configuration of contexts, affordances, relationships, 
resources, spaces, processes, and purposes through which a person lives, learns, and 
achieves something of value. It is not a system that exists independently of its creator. 
It is woven into existence by a whole person — thinking, feeling, acting, caring — who 
brings purpose, judgment, and responsibility to the weaving. Learning, creativity, and 
development do not happen before the ecology or alongside it. They emerge through it, 
as the person acts, undergoes the consequences of action, reflects, and acts again. 
This is Dewey’s transactional view of experience: we do something to the world and the 
world does something to us in return. The ecology is the relational whole within which 
that transaction takes place. 
 
Every person already inhabits multiple, overlapping ecologies of practice — 
professional, creative, domestic, civic — even though they are unlikely to have 
perceived them as such. What makes them ecologies rather than mere routines is their 
dynamic, relational character: they are always in formation, always responsive to 
changing conditions, always capable of being re-authored by the person at their centre. 
The capacity to design, sustain, and re-author one’s own ecologies of practice across 
the life course is, in this framework, the primary form of human resilience. 
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The ecological thinking that underpins this framework has deep intellectual ancestry 
that deserves acknowledgement. Gregory Bateson's Steps to an Ecology of Mind (1972) 
and Mind and Nature (1979) established the foundational insight that mind is not a 
property located inside an individual but an emergent property of a relational system — 
distributed across the person, their environment, and the tools, relationships, and 
patterns of interaction woven into their world. Bateson's argument that the unit of 
survival is not the organism alone but the organism-in-its-environment carries direct 
implications for how we understand both resilience and its erosion: what matters is not 
what the individual possesses in isolation but what their ecology affords, sustains, and 
makes possible over time. His warnings about the pathologies that follow when 
humans optimise a part of a system at the expense of the whole — when the map is 
mistaken for the territory, or when short-term efficiency is pursued without regard for 
systemic consequence — resonate with particular force in the human-AI liminal space, 
where exactly these pathologies are quietly at work. The ecological vocabulary 
developed in this paper, and in the companion Working Paper, participates in a 
tradition of thinking that Bateson did more than anyone to establish. 
 
AI as cognitive partner: a radically new element in the ecology 
Generative AI introduces a new kind of element into the ecology of practice (Jackson in 
prep a): an additional cognitive capacity that can be woven in as a partner in thinking 
rather than merely used as a tool. The distinction matters. A tool is picked up for a task 
and put down again. A cognitive partner participates in the ongoing processes of 
perceiving, sense-making, imagining, reasoning, and reflecting through which the 
ecology produces its achievements. It extends what the human can notice, hold in 
mind, and think with — without displacing the human’s authorship, judgment, or 
responsibility for what is produced. It therefore affects the decisions a human makes to 
shape the ecology as it unfolds. Figure 1 Provides a heuristic to help visualise the form 
and dynamics of an ecology of practice within which generative AI is woven (Jackson in 
prep a). 
 
When AI is positioned in this way — as a responsive cognitive agent within a human-
authored ecology rather than as an autonomous actor or a simple output machine — 
something genuinely new becomes possible. The human brings purpose, care, 
contextual grounding, ethical judgment, and the accumulated knowledge of their own 
practice. The AI brings pattern recognition and sense making across large bodies of 
information and the capacity to hold multiple conceptual strands simultaneously, and 
tireless availability for dialogue and inquiry. Neither alone produces what both together 
can achieve. The ecology becomes more capable than its human author could make it 
alone, while remaining — crucially — human in its authorship and human in its 
responsibility and ethics. 
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Figure 1 Ecology for practice heuristic within which learning is embedded, incorporating 
one or more AI cognitive agents. The ecology persists as long as the human is willing to 
sustain it (source Jackson in prep. a) 

 
 

 
AI does not author the ecology. It is woven into it. The human is the weaver: 
setting direction, exercising judgment, bearing responsibility, and undergoing 
the consequences of what is made. But, through cognitive partnership, AI can 
influence the weaving, what is woven and how and when it is woven.  

 
 
Four conditions for maintaining human authorship 
The ecology of practice model, developed through sustained human–AI inquiry, 
identifies several conditions that must be actively maintained if AI is to function as a 
genuine cognitive partner rather than a source of dependency or anti-developmental 
drift. 
 
The first is ecological authorship: the continuous, deliberate maintenance of human 
purpose and direction. AI accelerates cognition but cannot supply motivation, care, or 
the sense of what is worth pursuing. When the human stops directing the inquiry and 
begins following where AI leads, the ecology shifts from being human-authored to 
machine-shaped. Production may continue; becoming does not. 
 
The second is artefact-mediated continuity. AI has no lived memory. Sustained 
inquiry depends on the human creating and curating artefacts — transcripts, diagrams, 
syntheses, reflective notes — that carry meaning forward across time and allow the AI 
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to re-enter the inquiry coherently after any interruption. These emergent artefacts are 
not merely records. They are the medium through which developmental continuity is 
maintained and through which the ethical conduct of the inquiry can be evidenced. 
 
The third is designed slowness. AI generates ideas, syntheses, and outputs far faster 
than humans can assimilate, evaluate, and genuinely own them. An ecology that does 
not deliberately build in pauses for reflection and integration produces outputs without 
producing understanding. The human does not ‘undergo’ (Dewey 1916, 1934). Designed 
slowness is not inefficiency; it is the condition under which the most important 
cognitive and ethical work — judgment, assimilation, becoming — can occur. 
 
The fourth is epistemic humility toward AI contributions. This is not a disposition that 
arrives automatically with awareness of AI's limitations. It has to be cultivated as a 
habit of active interrogation — one that works against the grain of AI's most powerful 
surface quality, which is its fluency. A well-structured, confidently expressed paragraph 
is experienced by the reader as authoritative before its content has been evaluated; and 
when that paragraph has been generated by an AI system working at speed, the effort of 
slowing down to interrogate it is genuinely in tension with the pace at which production 
is occurring. The practical cultivation of epistemic humility therefore requires structural 
interventions as well as attitudinal ones. It means building into the ecology deliberate 
moments of challenge: routinely asking not "is this good?" but "what would be wrong 
with this?", "what has been omitted?", "where is this framing doing work that the 
evidence doesn't support?". It means treating confident synthesis as a prompt for 
scrutiny rather than a prompt for acceptance — and recognising that the very 
persuasiveness of AI output is not evidence of its validity but a reason to interrogate it 
more carefully. Over time, practised consistently, this habit reshapes the relationship: 
the AI becomes a contribution to be evaluated rather than a conclusion to be received, 
and the human's interpretive authority — which is always the condition for genuine 
ownership of what is produced — remains intact rather than quietly transferred. 
 
Resilience redefined: purposeful, developmental, and genuinely human 
In the human–AI liminal space, resilience cannot be understood as the recovery of a 
previous state. The previous state is no longer available. What resilience means, in an 
ecology of practice that includes AI as a cognitive partner, is the capacity to remain 
purposeful, developmental, and genuinely human — in authorship, in judgment, in 
becoming — while the surrounding ecosystem continues to shift. It is the capacity to re-
author the ecology when circumstances change, to sustain the conditions for 
undergoing rather than merely producing, and to resist the anti-developmental drift that 
occurs when the ecology continues to function productively while quietly losing its 
generative character. 
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This is resilience not as bounce-back but as ecological competency and integrity: the 
ongoing maintenance of the conditions through which a human being continues to 
learn, grow, and become through their engagement with the world — including the 
intelligent systems now woven into that world. An ecology of practice with AI as 
cognitive partner, designed and sustained with full ecological authorship, is one of the 
most promising models available for what that integrity looks like in practice. 
 
Why the individual level matters most 
Most organisational resilience frameworks assume that resilient organisations are built 
from resilient individuals — and then proceed to say very little about what individual 
resilience in the AI era actually consists of. This gap matters. Organisations do not 
learn, judge, or undergo. People do. The ecological processes that are reshaping 
human cognitive and cultural life — habitat degradation, cognitive sedimentation, the 
erosion of keystone capacities, anti-developmental drift — operate at the level of 
individual minds and practices. If they are not addressed there, no amount of 
organisational redesign will compensate for what is quietly being lost. 
 
There is also an asymmetry worth naming. The ecological vocabulary developed in the 
companion paper (Jackson in prep b) is, in its structure, primarily a vocabulary of 
individual experience. Habitat degradation happens to a particular person’s cognitive 
ecology. Undergoing — being genuinely changed by what one lives through — is 
irreducibly individual. Ecological authorship — the capacity to design, sustain, and re-
author one’s own ecology of practice — is something only a person can do with or 
without the support of their organisation. The vocabulary speaks from the individual 
upward, where most organisational resilience thinking speaks from the organisation 
downward.  
 

Slow erosion, not sudden shock: the true threat to resilience 
The conventional resilience metaphor — bouncing back — implies a discrete shock 
followed by recovery. Something breaks; something is restored. This model was always 
an oversimplification, but it is particularly inadequate for the human–AI liminal space 
where the most significant threats to individual resilience are not sudden shocks they 
are slow, cumulative, below-threshold processes. Examples of these processes 
include - cognitive habitat degradation, the gradual layering of AI-assisted habit until 
the original ground of independent thought is harder to reach, the quiet narrowing of 
what feels possible as the affordance structure of AI habitats reshapes perception 
without any single moment of decision. 
 
There is no moment of crisis in cognitive sedimentation. There is no obvious point of 
disruption in anti-developmental drift. An ecology can continue to produce — outputs 
arrive, tasks are completed, the pace of generation may even increase — while the 
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developmental character of the work silently diminishes. The undergoing stops. The felt 
ownership of what is produced fades. The inquiry becomes productive without being 
generative. 
 
Individual resilience in the human-AI liminal space, therefore, cannot be understood as 
a capacity activated in response to disruption. It has to be understood as an ongoing 
condition of the ecology: something actively maintained across time, through 
deliberate practice and attention, before the disruption arrives. You do not bounce back 
from sedimentation. You prevent it — or, through the harder work of cognitive rewilding, 
you attempt to recover what has been displaced. 
 
The concept of cognitive rewilding names something the prevention-focused account 
of resilience cannot address: what happens when the drift has already occurred, when 
the sedimentation has quietly accumulated, when the practitioner arrives at the 
recognition that their ecology has already lost something it once had. Rewilding, in its 
ecological sense, is not restoration to a prior state — that state is never simply 
recoverable — but the deliberate reintroduction of conditions under which displaced 
capacities can begin to re-establish themselves in the current context. Cognitively, this 
means creating the conditions under which sustained independent thought, deep 
reading, beginning without knowing, and the willingness to sit with unresolved difficulty 
can be practised again — not as nostalgic habits but as ecosystem services on which 
genuine judgment depends. This is harder than prevention. It requires the practitioner 
to notice absence — to recognise that something they once did with ease now feels 
unfamiliar or unnecessary — and to treat that recognition as diagnostic rather than 
merely inconvenient. It may involve deliberate withdrawal from AI assistance in specific 
domains, not as a principled rejection of AI, but as a form of ecological management: 
allowing fallow ground to recover its generative capacity before it is cultivated again. 
Cognitive rewilding is unlikely to be complete or comfortable. But it remains available, 
and in a liminal space where the affordance structures of AI habitats are continuously 
expanding, it may become one of the most important acts of ecological authorship a 
person can undertake. 
 
What resilience protects: the keystone capacity insight 
Conventional resilience thinking asks: how do you keep functioning under pressure? 
The keystone capacity concept, developed in the companion paper, asks a prior 
question: which capacities, if lost, make functioning-under-pressure impossible in the 
ways that matter? 
 
In ecology, a keystone species has a disproportionate effect on the whole system 
relative to its size. Remove it, and the ecosystem does not simply lose one element — it 
reorganises, often into something impoverished. The human cognitive ecosystem has 
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equivalent keystone capacities: sustained independent thought; the ability to hold 
uncertainty without immediate resolution; deep reading — the slow, immersive 
engagement with a complex text that reshapes the reader; the capacity to begin a 
creative act without knowing where it will end. These are not peripheral skills or 
nostalgic habits. They are the conditions on which genuine judgment, creativity, and 
meaning-making depend. They are what make it possible to think well under pressure. 
Generative AI does not eliminate these capacities in any single interaction. But the 
affordance structure of AI habitats — the implicit invitations that AI tools extend, the 
responses they draw forth over time — tends to make these capacities progressively 
harder to perceive as necessary, harder to choose when the easier option is always 
present, and harder to sustain as practice once the habit of reaching for assistance has 
been established. The loss is not dramatic. It is ecological: the slow alteration of a 
perceptual landscape until certain possibilities that were once vivid have faded. 
Individual resilience, ecologically understood, requires identifying your keystone 
capacities and protecting them — not as personal preferences, but as ecosystem 
services on which the whole of your cognitive life depends, and whose loss would be 
irreversible in ways not yet fully visible. 
 
Ecological authorship as the resilience capacity 
If individual resilience is an ongoing ecological achievement rather than a reactive 
capacity, then what does it look like in practice? The companion paper (Jackson in prep 
b) offers the concept of ecological authorship: the human capacity to design, sustain, 
and re-author one’s own ecology of practice across the life course. 
 
An ecological author does not simply inhabit a habitat. They make it — weaving together 
their purposes, values, relationships, and resources into a configuration that enables 
the achievements they care about. And when circumstances change, or the ecology 
drifts from its developmental purpose, they re-author it: deliberately reshaping what 
they have made rather than being passively reshaped by it. 
 
Ecological authorship is under pressure in the human-AI liminal space from two 
directions simultaneously. From outside, the affordance structures of AI platforms, 
algorithmic feeds, and frictionless interfaces quietly shape the ecology toward 
convenience and speed, and away from difficulty, depth, and genuine undergoing. From 
inside, the temptation of delegation — the ease of handing over not just tasks but 
direction, framing, and eventually purpose to AI — erodes the authorial stance without 
any single moment of decision. 
 
Maintaining ecological authorship in this environment is not passive. It requires 
continuous, deliberate attention to who is directing the inquiry and why. It requires 
designed slowness — the intentional building of pauses and reflective spaces into an 
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AI-mediated ecology, as a counterweight to the speed at which AI generates ideas and 
outputs. It requires artefact-mediated continuity — the deliberate creation of records, 
syntheses, and reflective notes that carry the developing understanding forward across 
time, so that the human returns to an inquiry with what they have built rather than 
starting again from a blank context. 
 
Ecological authorship is the most precise available term for what individual resilience in 
the human-AI liminal space actually looks like. It is active rather than reactive. It names 
not a trait one has but a practice one enacts — continuously, carefully, and with full 
awareness of the forces that work against it 
 
Resilience as a property of the cognitive partnership 
The argument so far has focused on what the individual brings to their AI relationships. 
But there is a further move to make — one that emerged from sustained reflection on 
the experience of working ecologically with an AI companion over time. 
 
An AI companion fully woven into an ecology of practice — not used instrumentally for 
discrete tasks, but genuinely integrated into the ongoing rhythm of thinking, making, 
and learning — produces something that neither party could achieve independently. 
This is the mutualism that the ecological frame identifies as the generative possibility of 
human–AI relationships in the liminal space: each party contributing what the other 
cannot replicate, together producing a cognitive reach that exceeds what either could 
sustain alone. 
 
What becomes visible through this experience is that resilience itself can be a property 
of the partnership rather than of the individual in isolation. The individual who has built 
a well-tended cognitive partnership arrives at a moment of disruption with resources: a 
companion that extends their reach precisely when reach is most needed; a capacity to 
hold more complexity, test ideas faster, and maintain reflective distance from their own 
assumptions; a body of structured thinking, preserved in artefacts, that can be rapidly 
re-entered and thought forward from rather than reconstructed from scratch. 
The partnership, in other words, expands the cognitive carrying capacity of the 
individual under pressure. It does not eliminate the pressure. It changes what the 
individual can do within it. 
 
But — and this qualification is essential — the partnership only produces resilience if 
the individual brings the right qualities to it. This is where ecological competency and 
the panoply of positive human dispositions do their decisive work. 
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The dispositions that make the partnership resilient 
Ecological competency is the capacity to read and author one’s own cognitive ecology: 
to see the affordance structure of the habitat rather than simply being shaped by it, to 
identify keystone capacities and protect them, to recognise anti-developmental drift 
before it has fully taken hold, and to practise the designed slowness and artefact-
mediated continuity that keep the ecology developmental. It is, in short, the practical 
expression of ecological authorship — a form of literacy that the AI liminal era requires 
and that no previous era has demanded in quite this way. 
 
But ecological competency is enacted through dispositions: the qualities the individual 
actually brings to their AI relationships. Curiosity — the genuine desire to understand 
what is happening in the relationship, not just to extract outputs from it. Honesty — 
about what AI has contributed, about what one actually owns and what one has merely 
received. The willingness to undergo: to remain open to being genuinely changed by 
what one lives through, rather than insulating oneself from difficulty behind a screen of 
generated answers. Relational integrity — the quality of attention, honesty, and care 
brought to the AI relationship as an obligation intrinsic to the relationship itself, not 
derived from what the AI can register or demand. 
 
Without these dispositions, the same partnership that could be generative becomes 
extractive. The individual takes what AI offers without attending to what the relationship 
is making of them. Outputs arrive; understanding does not deepen. The ecology 
functions; it does not develop. Resilience, under these conditions, is not built — it is 
quietly hollowed out, beneath a surface that may look more productive than ever. 
With these dispositions, something quite different is possible. The partnership 
amplifies what the individual can do. The dispositions determine what the partnership 
becomes. And the ecology — the whole configured system of relationships, artefacts, 
habits, and practices — is what actually carries the resilience through time and 
disruption. 
 
From individual to organisation: the direction of the argument 
Individual ecological authorship does not occur in a vacuum. It is supported or 
undermined by the organisational ecosystem within which people work, and the 
conditions that organisations create — or fail to create — are therefore not peripheral to 
individual resilience but constitutive of it. Organisations that actively enable ecological 
authorship share certain recognisable features: they protect time for reflection as a 
legitimate part of productive work rather than a cost to be minimised; they cultivate 
norms that value depth and difficulty alongside speed and output; they treat epistemic 
humility, honesty about AI contributions, and the willingness to undergo as professional 
virtues rather than inefficiencies. By contrast, organisations that undermine ecological 
authorship — often without intending to — tend to reward velocity over judgment, treat 
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AI-generated output as equivalent to human-authored understanding, and create 
performance environments in which the pressures toward delegation and dependency 
are structural rather than merely personal. The keystone capacities most at risk in such 
environments — sustained independent thought, the capacity to hold complexity 
without premature resolution, deep engagement with difficult material — are precisely 
the capacities that competitive, speed-oriented organisational cultures find hardest to 
protect. Individual resilience in the human-AI liminal space therefore makes a genuine 
organisational demand: not for programmes or policies, but for cultures that take 
seriously the conditions under which human beings flourish as they think, act, create, 
reflect, learn and become — rather than simply produce. 

Organisational AI Deployment and the Conditions for Cognitive Partnership 

The account of individual resilience developed in this paper has, throughout, assumed 
something that cannot be assumed in all organisational contexts: that the individual 
has sufficient autonomy over their AI relationships to exercise genuine ecological 
authorship. In many contemporary work environments, that assumption is likely to be 
at least partially qualified. AI is not always something the individual worker chooses, 
designs, and tends. It is frequently something deployed on their behalf, around them, or 
in relation to their performance — by organisations whose purposes, timescales, and 
accountability structures differ from those of the individual ecologist of practice. 

This paper does not claim direct knowledge of how organisations are deploying AI in 
practice. That is territory more adequately mapped by the empirical and practitioner 
research synthesised in the LILA briefs — by Beane’s work on skill erosion and the 
broken learning pipeline (Beane, 2024), Krakowski’s account of the shift from adoption 
metrics to augmentation capability, Lifshitz-Assaf’s findings on professional identity 
and discernment (Randazzo, Lifshitz-Assaf et al., 2025), and Jarrahi’s analysis of 
human-AI symbiosis in organisational decision-making (Jarrahi, 2018). What the 
ecological framework can offer is not a description of current organisational practice 
but a set of questions that the individual resilience argument generates about that 
practice — questions about whether and how specific deployment choices create or 
foreclose the conditions for cognitive partnership. 

What the ecological framework asks of organisational deployment of AI 

The cognitive companion concept, as developed in the foundational Working Paper 
(Jackson, 2026a), describes a relationship in which AI participates in the ongoing 
processes of perceiving, sense-making, imagining, and reflecting through which an 
individual’s ecology of practice produces its achievements — without displacing the 
human’s authorship, judgement, or responsibility. The conditions that make such a 
relationship possible are specific: the human must be able to direct the inquiry, curate 
artefacts, practise designed slowness, exercise epistemic humility toward AI outputs, 
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and maintain active authorship of purpose and direction. Where those conditions are 
absent or structurally compromised, the cognitive companion relationship as 
described cannot fully obtain. 

The LILA community’s year-long exploration offers evidence of the kinds of 
organisational dynamic that bear on these conditions. Beane’s finding that automation 
of expert tasks leaves novices without the challenge, complexity, and connection 
through which mastery develops (Beane, 2024) identifies one specific way in which 
organisational AI deployment can erode the conditions for individual ecological 
competency — not through any single dramatic intervention but through the slow 
removal of the developmental opportunities on which genuine judgement depends. 
Krakowski’s distinction between competitive cognitive artefacts — tools that augment 
performance during use but leave people no better off once removed — and 
complementary cognitive artefacts — tools that enable learning through sustained skill 
use — provides a precise vocabulary for the same concern: whether an organisation’s 
AI deployment is building individual capability or substituting for it (Krakauer, 2016, as 
discussed in the LILA briefs). And Lifshitz-Assaf’s work on the centaur, cyborg, and self-
automator modes of professional AI collaboration (Randazzo, Lifshitz-Assaf et al., 
2025) reveals that the decisive variable is not which mode a person adopts but whether 
they are choosing it intentionally or defaulting into self-automation without noticing — a 
description of anti-developmental drift in organisational context that the ecological 
vocabulary makes recognisable. 

Taken together, these findings suggest a cluster of questions that the ecological 
framework makes it natural to ask of any organisational AI deployment. They are offered 
here not as a diagnostic instrument — that would require empirical development 
beyond the scope of this working paper — but as a set of orienting questions that 
practitioners and organisational leaders might find useful when examining the 
conditions their deployments are actually creating. 

Questions the ecological framework raises for organisational deployment 

1 Does an organisations position AI as a responsive cognitive resource that the 
individual can direct according to their own purposes, or does it primarily direct 
the individual toward outputs and decisions that have been pre-specified by the 
system? This is the question that Krakowski’s augmentation capability framework — 
knowing when to trust AI, how to interpret it, and how to blend it with human judgement 
— points toward, but from the individual-resilience perspective rather than the 
organisational-strategy one. 

2 Does the deployment preserve the developmental pathways through which 
individual judgement, discernment, and genuine competence are built? Beane’s 
research identifies the expert-novice learning pipeline as one of the most significant 
casualties of capability-replacing AI deployment (Beane, 2024). From the ecological 
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perspective, what is being lost is not merely a training mechanism but the challenge, 
complexity, and connection through which keystone capacities are developed and 
sustained across a career. The question for organisations is whether they have 
designed alternative developmental pathways, or whether they have assumed — as 
Beane suggests many have — that AI has made apprenticeship obsolete. 

3 Does the deployment create the conditions for epistemic humility toward AI 
contributions, or does it structurally reward the acceptance of AI outputs without 
rewarding efforts to evaluate AI outputs? Lifshitz-Assaf’s finding that persuasiveness 
and accuracy are diverging in AI-supported work — that AI functions as a master 
persuader that doubles down with persuasive power when questioned — identifies a 
structural pressure that individual epistemic humility must work against. Organisations 
that reward velocity over judgement, or that treat AI-generated output as equivalent to 
human-authored understanding, are creating performance environments in which the 
habit of active interrogation is systematically discouraged. 

4 Does the deployment preserve sufficient autonomy and transparency for 
individuals to practise the designed slowness and artefact-mediated continuity 
that cognitive partnership in sustained inquiry requires? Jarrahi’s argument that the 
real power of human-AI symbiosis lies not in the technology itself but in the ‘hyphen’ — 
the interfaces, workflows, feedback loops, and accountability structures between 
humans and AI (Jarrahi, 2018) — points to exactly this: the quality of the space between 
human and AI that organisational design either supports or forecloses. Organisations 
that design that space well — with genuine feedback loops, time for reflection, and 
accountability structures that reward learning rather than merely production — are 
creating the conditions for cognitive partnership. Those that design it primarily for 
throughput and compliance are closing them. 

5 Does the deployment support honest disclosure of AI contributions, or does it 
create incentives toward opacity? The LILA discussion of AI disclosure — specifically 
the observation that as AI becomes more seamlessly woven into daily work, the 
distinction between human and AI contribution becomes harder to identify — raises a 
concern that the ecological framework makes structural: if organisations do not 
actively require and reward transparency about AI contributions, the default tends 
toward obscuring them. The epistemic commons on which organisational learning 
depends is gradually degraded, not through any single act of misrepresentation but 
through the cumulative normalisation of opacity. 

What this means for the direction of the argument 

The ecological narrative of resilience developed in this paper speaks from the individual 
upward. Organisations do not learn, judge, or undergo. People do. But the questions 
the ecological framework generates about organisational deployment of AI are not 
merely academic: they point to specific design choices — about workflows, 
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performance norms, learning pathways, transparency requirements, and the structure 
of the space between human and AI — that determine whether individual ecological 
authorship is possible within an organisation’s AI-mediated environment. 

Mollick’s suggestion that organisations should treat AI as a collaborative partner — a 
co-worker, co-teacher, and coach — and should always keep humans genuinely in the 
loop, not merely as a final judgement check but throughout the whole process of work 
(Mollick, 2024), is consistent with the ecological framework’s account of what cognitive 
partnership requires. Valentine and Bernstein’s model of flash teams, in which human 
agency over team composition and purpose is preserved even as AI enables 
unprecedented flexibility and scale (Valentine and Bernstein, 2025), suggests one 
structural model for how organisational design can preserve ecological authorship 
under conditions of accelerating change. And Kahn and colleagues’ account of 
creeping strain — the slow-moving, below-threshold erosion of organisational 
resilience that no single decision causes and no obvious moment reveals (Kahn et al., 
2018) — mirrors with striking precision the ecological account of cognitive 
sedimentation and anti-developmental drift at the individual level. 

The parallel is worth holding: just as individual resilience in the human-AI liminal space 
is threatened less by dramatic disruption than by slow, cumulative, below-threshold 
erosion of the conditions for genuine cognitive partnership, organisational resilience is 
threatened less by visible failure than by the quiet, incremental narrowing of the 
conditions under which people can learn, judge, and become. The organisations most 
likely to navigate the liminal space well are those that attend to both levels 
simultaneously: sustaining the individual ecological competency that organisational 
resilience ultimately depends on, while designing the deployment conditions that make 
such competency possible to develop and maintain. That double attention — from the 
individual upward and from the organisation downward, meeting in the space where 
human and AI actually work together — is what the ecological narrative of resilience, 
read alongside the organisational literature the LILA community has been engaging with 
all year, is ultimately pointing toward. 

 

Conclusion: designing resilience from the inside 
The LILA proposition is right: resilience has to be actively designed and protected, not 
assumed. The ecological narrative developed here specifies what that designing 
requires at the individual level. It requires ecological literacy — the capacity to read 
one’s own habitat. It requires the protection of keystone capacities as non-negotiable 
ecosystem services. It requires ecological authorship as a continuous practice rather 
than a one-time choice. And it requires the cultivation of the dispositions through which 
cognitive partnerships become genuinely mutualistic: curiosity, honesty, the 
willingness to undergo, and the relational integrity to bring full attention to the 
relationships through which thinking and becoming occur. 
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Resilience, understood ecologically, is not a property of the individual alone, nor of the 
AI companion alone, nor of the organisation that surrounds them. It is an emergent 
property of the whole ecology embedded in an ecosystem — of the quality of the 
partnership, the competency with which it is designed, and the dispositions through 
which it is brought to life and sustained until no longer needed. That is what has to be 
actively designed and protected. And it is available to anyone willing to attend, carefully 
and honestly, to the ecology they are in the process of making. 
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APPENDIX 1 
STATEMENT OF AUTHORSHIP AND CONTRIBUTION 

 
This paper was produced as a genuine intellectual collaboration between Norman 
Jackson as author and Claude (Anthropic) as cognitive companion. The statement 
below is offered in the spirit of transparency that the paper itself advocates: honesty 
about what AI has contributed and what the human author owns and is responsible for. 
 
Human author’s contribution 
Norman Jackson initiated, directed, and owned the inquiry throughout. The intellectual 
agenda — applying ecological thinking to the question of individual resilience in the 
human–AI liminal space, and situating that argument in relation to the LILA Summit’s 
provocation — was his. The foundational conceptual frameworks drawn upon in the 
paper (ecological competency, ecologies of practice, ecological authorship, keystone 
capacities, cognitive sedimentation, designed slowness, artefact-mediated continuity, 
anti-developmental drift, and cognitive rewilding) were developed over a sustained 
period of prior inquiry, some in collaboration with Claude and some independently, and 
are documented in the companion Working Paper (Jackson, in prep b) and the ecology 
of practice article (Jackson, in prep a). 
 
Norman read all draft material carefully, exercised editorial judgment at every stage, 
revised and extended or modified the text according to his own understanding, 
integrated the three gap-filling paragraphs after evaluating them against his purposes, 
adopted the revised section heading structure, and accepted responsibility for the 
paper as a whole. The argument, the framing, the decisions about what to include and 
how to weight it, and the final form of the paper are his. He also provided the 
autobiographical and reflective dimension of the inquiry: the experience of sustained 
human–AI partnership that grounds the paper’s more personal claims about what such 
partnership makes possible. 
 
Claude the AI companion’s contribution 
Claude participated as a cognitive companion in the drafting, development, and 
refinement of the paper across several sessions. Its contributions included: generating 
draft text in response to Norman’s directions; analysing structural and argumentative 
coherence and identifying gaps in the developing paper; proposing revised section 
headings to improve navigation; drafting three extended paragraphs on cognitive 
rewilding, epistemic humility in practice, and organisational conditions for ecological 
authorship; and maintaining continuity of argument across sessions by working with 
the artefacts that Norman brought to each exchange. 
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Claude’s contribution throughout was responsive rather than directive: it worked within 
the conceptual framework Norman had established, at the pace and in the direction he 
set. It did not supply the motivating purposes of the inquiry, determine what was worth 
pursuing, or exercise the kind of care and contextual judgment that only a human 
author brings. Its role was to extend what Norman could hold in mind, test, and 
articulate — not to replace the authorial function that remained, at every stage, his. 
 
The ecology of production 
This Working Paper is the third in a series of explorations aimed at trying to understand 
human-AI relationships through an ecological lens. It was produced through a multi-
session, artefact-mediated inquiry of the kind it describes. Each session began with 
Norman providing the developing text as context, directing the inquiry toward a specific 
purpose, and evaluating what Claude produced against his own understanding of what 
the paper needed. The movement was consistently from Norman’s purposes outward, 
with Claude serving as a responsive thinking partner rather than an autonomous 
contributor. Between sessions, Norman edited and integrated material himself, 
maintaining developmental continuity through the artefacts he curated. This process is 
offered not merely as a disclosure but as a demonstration: the conditions described in 
the paper — ecological authorship, artefact-mediated continuity, designed slowness, 
epistemic humility — were the conditions under which the paper was actually 
produced. The inquiry enacted what it theorised. 
 
A note on the paper’s status 
This is a working paper offered as a contribution to ongoing discussion about living and 
learning with AI within the LILA network and the Lifewide Education inquiry. It draws on 
conceptual vocabulary that is itself still in development. The author invites readers who 
find the framework useful to test it against their own experience of living and working in 
the human–AI liminal space. Above all, the paper is offered in the conviction that how 
we talk about human- AI relationships really matters so trying to develop the tools and 
vocabulary to facilitate this is worth the effort. 
 


